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Bypassing conscious control:  Media violence, unconscious imitation, and freedom of speech

Susan Hurley

Forthcoming in Does Consciousness Cause Behavior?  An investigation of the Nature of Volition, eds. S. Pockett, W. Banks, and S. Gallagher, MIT Press.

'We are what we pretend to be, so we must be careful about what we pretend to be.' 

Kurt Vonnegut, Mother Night
  

1. Introduction.  

Why does it matter whether and how individuals consciously control their behavior?  It matters for many reasons.  Here I focus on concerns about social influences of which agents are typically unaware on aggressive behavior.  

First, I survey research about the influence of viewing media violence on aggressive behavior.  The consensus among researchers is that there is indeed a robust causal influence here.

Second, I explain why, in the context of work in cognitive science and neuroscience on imitation, this influence is not surprising. Indeed, it would have been surprising if aggressive behavior had been immune from general imitative influences.   Imitation is a topic of intense contemporary scientific interest and of great importance for understanding what is distinctive about human minds.   Recent advances in understanding imitation and related processes shed light on the mechanisms and functions that may underlie the influence of media violence on aggressive behavior.   Human beings have a tendency to imitate and assimilate observed or represented behavior, which operates at various levels and is often automatic and unconscious.  Automatic imitative influences of which individuals are unaware can compromise their autonomy.  

Third, I consider how this bears on the liberal principle of freedom of speech.  This principle goes beyond the general liberal principle of freedom of action so long as action does not harm others; speech is given additional, special protection from interference, even when it does harm others. Why? Answers often invoke autonomy.  In particular, speech is often assumed to engage autonomous deliberative processes in hearers by which they consciously control their responses to speech.  Social influences that bypass autonomy are implicitly assumed to be negligible.  But what if they aren’t?  Empirical work on imitation is relevant to both the likely effects of speech and to the character of the processes by which its effects are brought about.

As a result, I suggest, liberals should begin to think about responsibility in ecological terms:  to rethink issues about the way individual responsibility depends on social environments, and about shared individual and social accountability for the effects of speech when individuals are subject to social influences that compromise their full autonomy.  This requires understanding imitation and its implications for issues about media violence, rather than persisting in unscrutinized assumptions about the autonomous character of responses to speech.

Issues about media violence have been relatively neglected in discussions of freedom of speech, compared, say, to pornography and hate speech.  This is unfortunate, because media violence raises basic issues about harm to third parties in a simpler way, without also raising the complex issues about paternalism, equality, and silencing effects that are raised by pornography and hate speech.   The basic issues are still difficult, and getting clearer about them may help to make progress on all fronts.  In particular, there is a large overlap between media violence and pornography, so arguments about media violence may apply to some pornography, in ways that do not depend on the more complex and controversial arguments about equality and silencing effects.  My lack of attention here to pornography per se should thus not be taken to imply that I regard my arguments as irrelevant to it.  On the contrary.

I want to emphasize that the argument I develop about media violence is not paternalistic:  it turns on harm to others, not on harm to self.  Opposition to paternalism is irrelevant to it.  Moreover, I am not arguing for any particular policy response; that is a difficult further question.  Rather, I am trying to open up a set of issues and to excavate connections that need considerable further thought, at the levels of both theory and legal policy.

2. Does exposure to media violence tend to increase aggressive behavior?

2.1. The effects of media violence:  consensus and denial.  Several hundred research studies have examined the relationship between exposure to violence in the media and aggressive behavior.
  They have measured the effects of violent entertainment and, to a lesser degree, of news reports of violence, and have focussed on whether exposure to media violence tends to increase aggressive behavior. In general, aggressive behavior is defined conservatively in terms of intentional production of physical harm or threats of physical harm.
 Responses have been highly politicised, and proponents of each side have often been regarded as selective in their appeals to evidence.
 Unfortunately, this work has been assessed without putting it into the essential context of our growing knowledge of imitation in general, as I shall do here.  

Since the Williams (1981) Report, many liberals have felt able to dismiss as unsubstantiated the thesis that exposure to media violence tends to increases aggression.
  This dismissal is now seriously dated.  Surprisingly, there is a strong disconnect between even educated public opinion on this subject and the increasingly convergent majority opinion of researchers.
  This strong and growing consensus has often not been accurately reported in the media, and has not got across to the public.  Here are some quotations from recent textbooks:

“…the consensus of research opinion accepts that media violence does cause violence in society” (Howitt 1998, 61, who says that about 80% of the studies support this thesis.)

“The evidence in support of the hypothesis that viewing violence leads to an increase in aggressive behavior is very strong” (Gunter and McAleer 1997, 114).

“For most investigators of media violence effects…there’s no longer a question about whether viewing violent events in the mass media enhances the likelihood of further aggression.” (Berkowitz 1993, 208)

This consensus view was endorsed in 2000 by the American Psychological Association, the American Academy of Pediatrics, the American Academy of Child and Adolescent Psychiatry, the American Medical Association, the American Academy of Family Physicians, and the American Psychiatric Association (see Bushman & Anderson 2001).  

If readers wish to sample a few of the many studies, some suggestions:  An influential meta-analysis published in 1994 by Paik and Comstock found a positive significant correlation between exposure to media violence and aggressive behavior, regardless of research method (see also Comstock & Scharrer, 2003; Anderson & Bushman 2002, 2377; Anderson et al 2003).  Science recently published a longitudinal study following over 700 families for 17 years (Johnson et al 2002), linking television exposure to subsequent aggression.  This study is striking because it shows, contrary to what may be assumed, that the link holds for adolescents and young adults as well as children.
  Alternate explanations that were statistically controlled for and ruled out include childhood neglect, family income, neighborhood violence, parental education, psychiatric disorders, etc.
 Recent evidence shows that exposure to violent video games also tends to increase aggression (Anderson and Bushman 2001). 

2.2. Effect sizes.  What is the magnitude of the effects of media violence?  The effect sizes shown in the 1994 meta-analysis are larger than the effects, for example, of calcium intake on bone mass, or of lead exposure on IQ in children, or of asbestos exposure to cancer—all risks we take seriously (Bushman and Anderson 2001, 480-481; Comstock and Scharrer 2003).  Moreover, even small effects are magnified in human significance by the huge viewing audiences of the mass media (as the advertising industry well appreciates).  Suppose, for example, that only 10% of viewers who see a given program are influenced to be more aggressive
; this may seem a small effect size, but 10% of 10 million viewers is still a million people.  The effects of increased aggression in a million people, some of which threatens or physically harms third parties, may be highly significant in terms of human suffering (Rosenthal 1986).  Whether this is a price worth paying is a further question; perhaps it is.  But we shouldn’t duck the question.

2.2. Methodologies.  The research meta-analysis pulls together is of three main methodological types (Anderson and Bushman 2001, 354).  First, experimental studies randomly assign subjects to violent or non-violent media and assess them later for aggression.  Lab experiments are not merely correlational, but permit rigorous controls and support causal inferences, according to standard scientific criteria.  However, they are criticized as artificial in relation to real-world violent behavior, and for focusing on short-term effects (Paik and Comstock 1994, 517; Geen 1990, 95). The Williams Report pointed out that criminal and antisocial behavior cannot ethically be experimentally produced, so surrogates or related behaviors are often measured; in some cases this involves fictional or pretend contexts, such as hitting a doll, begging the question of the relationship between fictional contexts and real-world aggression (1981, 65-66, 68).
 Field (as opposed to lab) experiments achieve similar controls while making more naturalistic measurements (though the degree of control may not be as high).  For example, institutionalised delinquent boys were first assessed for aggressiveness, and then shown violent or non-violent films for several nights.  Those shown violent films were subsequently more violent in daily life, not just in the lab.  The effect was especially strong for the boys who had previously rated low in aggressiveness (Berkowitz 1993, 207-208). 

Second, there are correlational field studies, which assess types of media consumed and their correlation with aggression at a given time.  As is well recognized in this literature, correlational studies alone do not establish causation. 

Third, longitudinal studies assess correlations between types of media consumed and aggression across time periods.  The cross-lagged longitudinal technique used in some longitudinal studies does support causal inferences.    

2.3. Correlation vs. causation.  It’s worth pausing to focus on the familiar objection that correlation does not show causation, which is often voiced in relation to the thesis that media violence has harmful effects (Renfrew 1997, 161; Williams 1981, 65, 71, 84; see also and cf. Chartrand and Bargh 1999, 895).  Perhaps aggressive tendencies cause people to seek out media violence—the ‘reverse hypothesis’--, or perhaps both have some further common cause.   It is important to recognize that media violence research addresses this point effectively.

First, triangulation between different research methods and the mutually supporting results they yield in meta-analyses supports the thesis that exposure to media violence is not merely correlated with increased aggression but tends to cause it.  Experimental studies with careful controls and manipulations support causal claims, and they converge with the results of more naturalistic fieldwork and correlational studies (Renfrew 1997, 157; Potter 2003, 28-29).
  

Second, cross-lagged longitudinal studies also support causal inferences (Eron et al 1972; Renfrew 1997 156, 161).  Here, measures of two variables are made at both an earlier and a later time.  If the correlation between A1 and B2 is substantially greater than that between B1 and A2, this indicates that A causes B, not vice versa.  For example, viewing media violence by 8-year-old boys is strongly correlated with aggressive behavior by those same boys 10 years later, but aggressive behavior at the earlier age is not strongly correlated with viewing media violence 10 years later.
  The pattern holds across all levels of aggressiveness in the earlier age group, so is not due to different levels of aggression in the younger children.  The result controlled for other variables such as parental socio-economic status, boys’ IQ, parental aggressiveness, etc.  A similar pattern is found again 12 years further on, at age 30, bridging 22 years.  The 8-year-old boys with the strongest preference for media violence were most likely to have been convicted of a serious crime by age 30.
  Similar results have been found across five different nations (Berkowitz 1993, 228-229).  

As time passes, the relationship between exposure to media violence and aggression may well be reciprocal or circular:  exposure may increase aggressive tendencies, which in turn lead those affected to seek out further exposure to media violence.  The supposition that those with aggressive tendencies may tend to seek out media violence is consistent with the thesis that media violence increases aggression; aggression and media violence may be in this way mutually reinforcing, in a truly vicious cycle. 
  

2.4. Short- vs. long-term effects.  It’s helpful to distinguish short-term and long-term influences of media violence.  Berkowitz explains the short-term effects in terms of priming (1993, 210ff; see also the discussion below of imitation and the chameleon effect).  Several studies show that mere exposure to words connected with aggression primes punitive behavior to a fellow experimental subject.  Visual images are especially effective primes.  Subjects are more aggressive to someone who has earlier provoked them after they watch a video scene in which a villain gets a deserved beating.  Berkowitz also gives the example of suicide contagion:  combined evidence from thirty-five US cases shows a significant upward trend in the number of suicides in the month or so after a celebrity’s suicide is reported.  There are similar findings for the UK (Berkowitz 1993, 204-205).  

Huesmann, an author of the influential 22 year cross-lagged longitudinal study cited above, gives a unified account of short- and long- term cumulative effects in terms of the acquisition of cognitive scripts that serve as guides for behavior over the longer term.  Scripts can be acquired through social learning or imitation as well as through direct experience of results, and incorporate procedural know-how as well as declarative knowledge (Huesmann 1998, 89, 97; Huesmann 2005).  Predisposing personal factors and environmental context interact through observational and enactive learning to lead to the emergence of aggressive scripts (1998, 96).  Repeated exposure to certain behavior patterns does not merely prime short-term copying behavior, but also establishes particular scripts and makes them more readily accessible for use over the longer term.  Certain types of media violence are more likely to generate aggressive scripts than others.
  However (as one would expect from the literature surveyed below on the ‘chameleon’ and related effects), exposure to violent media can increase the accessibility of violent behavioral responses in ways that bypass norms, values and attitudes over which the agent has conscious control (Comstock and Scharrer 2003); such influences can operate even though the agent ‘officially’ has a negative attitude toward violent behavior (see also Wilson & Brekke, 1994).  Both short-term priming and longer-term script effects can be triggered, without awareness on the part of the subject, merely by the presence of apparently irrelevant contextual cues:  children exposed to a violent scene in which a walkie-talkie features have been shown to be more likely to behave aggressively later in the presence of a walkie-talkie; the color of a room in which violence is observed can have a similar effect (Huesmann 1998, 82, 83, 97, 98; Berkowitz 1993, 222).  While priming effects and script activation often can be evaluated and inhibited, it is a further question how the evaluative and inhibitory scripts are acquired and activated.  Scripts are more likely to be controlled while they are first being established, but in the longer term and with maturity, may become automatic (Huesmann 1998, 90).  As well as activating aggressive scripts, viewing violence may disinhibit violence through desensitization and changing what is regarded as normal.  Children who have just viewed a violent movie are slower than controls to intervene in serious fighting between other children (Berkowitz 1993, 223-224).  One often hears the view that media violence may have a cathartic effect, in defusing pent up aggression. Unfortunately, the evidence simply does not support a catharsis effect (Huesmann and Taylor, 2003; Potter 2003, 39).
In summary, the evidence shows that exposure to media violence causes an increased tendency to aggressive behavior of significant effect size across the population of viewers, in both the short and long terms.  

By what mechanisms does exposure to media violence have these effects?  I suggest that these may include the evolutionarily useful tendency of humans to imitate actions they observe others performing, which operates in part automatically and unconsciously.
  Moreover, to the extent an automatic, unconscious tendency
 to imitate explains the influence of exposure to media violence, we cannot expect introspective assessments of this influence by those subject to it to be accurate (see Potter, 2003, ch. 2, on the myth that “it may affect others but it doesn’t affect me”).   Let’s next consider what has been learned about human imitative tendencies.

3.  Imitation.

3.1. Background and distinctions. Imitation is currently a focus of intense interest within the cognitive sciences and neuroscience. While in the 19th century it was--and is often even today--thought of as a low-level capacity, this view is now recognized to be mistaken. In information-processing terms, imitative learning appears to require solving a difficult correspondence problem:  the translation of a novel perceived action into similar performance (Prinz 1990; Nehaniv and Dautenhahn 2002; Heyes 2001, 2005).  The capacity to imitate is rare, and is linked in important ways to distinctively human forms of intelligence, in particular to language, culture, and the ability to understand other minds.
  Social learning by imitation is not merely a means by which children acquire culture, but may also have pervasive influence throughout adulthood
, in ways we are only just beginning to recognize.  If so, this has important consequences for our understanding of ourselves, both individually and socially.

It is helpful to distinguish different forms of social learning that are sometimes run together under the generic heading of imitation.   In full-fledged imitation, a novel action is learned by observing another do it.  As well as novelty, there is means/ends structure:  you copy the other’s means of achieving her goal, not just her goal.  By contrast, in emulation, you observe another achieving a goal in a certain way, find that goal attractive and then attempt to achieve it yourself.  Through trial and error learning you may rapidly converge on the other’s means of achieving the goal; this is not imitation in the strict sense, but rather emulation of a goal plus trial and error learning.  Another contrast is with mere response priming, as in contagious yawning or laughing. Here, bodily movements may be copied but there is no means/ends structure; they are not copied as a learned means to a goal. Yet another contrast is with stimulus enhancement, whereby another’s action draws your attention to a stimulus that then triggers an innate or previously learned response.  Emulation, response priming and stimulus enhancement are easy to confuse with full-fledged imitation, and careful experiments are needed to distinguish them.
  Indeed, goal emulation and response priming can be thought of as the ends and means components, respectively, of full-fledged imitation.  The evidence I survey concerns the copying of ends, of means, and of both in full-fledged imitation; all are potentially relevant to issues about the effects of media violence.  Some of the evidence I review concerns imitation in the more restrictive sense of full-fledged imitation, while some of it concerns copying in the broader sense, including copying goals or bodily movements and without a requirement of novelty. 

3.2. Imitation in animals and children.  Goal emulation and response priming are found in nonhuman animals, but full-fledged imitation has proved difficult to find in any but the most intelligent (see Byrne 1995, Heyes and Galef 1996, Tomasello and Call 1997, Galef 2005; etc.):  apes (Whiten et al 2005), cetaceans (Herman 2002), and some birds (Pepperberg 1999; Hunt and Gray 2003; see and cf. Weir et al 2002; Akins and Zentall 1996, 1998; Akins et al 2002).  Some argue that it is present only in enculturated animals, raised by and continually with human beings (Tomasello and Call 1997; Tomasello 1999).  While the animal results are fascinating, space is limited so I will pass over them to focus on the human evidence, though making some comparisons.

Consider children first.  An influential series of papers by Meltzoff and co-workers demonstrate the imitative tendencies of newborn human infants and imply that neonates can equate their own unseen behaviors, such as facial gestures, with gestures they see others perform.  Infants also “perfect” actions they see unsuccessfully executed by adult models, apparently discriminating and copying the goal of the unsuccessful action (Meltzoff 1996, 1988, 2005; Meltzoff and Moore, 1977, 1999; etc.).

Kinsbourne argues that young children perceive enactively; perception is automatically enacted in imitative (in a broad sense that includes copying of bodily movements) behavior, unless actively inhibited.  Arousal increases the strength of the imitative tendency.  Inhibition is a function of frontal areas of the brain, but babies and very young children don’t yet have well-developed frontal function and cannot inhibit imitative behavior.  Overt imitation is the tip of the iceberg of continual covert imitation that doesn’t break through inhibition in adults. (Kinsbourne, 2005.)

Importantly, children don’t just emulate goals; they also imitate novel means to attractive goals.  One experiment used a touch-sensitive light panel lying on a table at which the experimenter was sitting; the experimenter turned it on in an odd way, by bending over to touch it with his forehead.  14 month olds who see this demonstration, after one week’s delay, also turn it on by touching it with their foreheads (Meltzoff 1988, 2005).  They do not do this unless they have seen the model do it first.  While children do not always imitate unselectively (Gergely et al 2002), they have a greater tendency than chimps to imitate rather than to emulate when the method imitated is transparently inefficient (Tomasello 1999, 29-30).  For example, after seeing a demonstrator use a rake inefficiently, prongs down, to pull in a treat, two-year old children do the same; they almost never turn the rake over and use it more efficiently, edge down, instead.  By contrast, chimps given a parallel demonstration tend to turn the rake over (Nagell et al 1993).  When it is obvious that the observed action is causally irrelevant to the goal, or highly inefficient, chimps try another means to achieve the goal—they emulate.  Children, by contrast, tend to be strongly conventional and conformist:  “imitation machines”, as Tomasello puts it (1999, 159).

Chimps seem to be better off in this comparison, at least in the short run.  Why might it be beneficial to humans in the long run to imitate (as opposed to emulate) with such determination? Tomasello (1999) explains this in terms of the ratchet effect: a tendency to imitation preserves rare one-off insights about how to achieve goals, which would not be rediscovered readily by independent trial and error learning, and so lost without imitation. Imitation makes these advances available to all as a platform for further development. Via the ratchet effect, imitation is the mechanism that drives cultural and technological transmission, accumulation and evolution.

3.3. Imitation in adults.  Adults with damage to certain areas of cortex imitate (also in the broader sense) uninhibitedly, even counter to instructions (see Luria 1973, discussed in Kinsbourne, 2005). Lhermitte and co-workers study patients with damage to a frontal brain area, which they suggest normally inhibits automatic connections between similar perceptions and actions.   Damage to this inhibitory area releases the underlying imitative patterns of behavior (Lhermitte et al 1986; Lhermitte 1986; Stengel et al 1947).  Lhermitte’s imitation syndrome patients persistently imitate gestures the experimenter makes, although they have not been instructed to do so, and even when these are socially unacceptable or odd:  putting on glasses when already wearing glasses. When asked why they imitate, since they had not been asked to, patients indicate that they feel they have to, that it is their duty, that the gestures they see somehow include an order to imitate them, that their response is the reaction called for; they do not disown their behavior and may attempt to justify it.

However, the human tendency to imitate is not confined to the young and the brain-damaged.
  Various experiments demonstrate the way similarity between stimulus and response can affect responses.  For example:  normal adult subjects instructed to point to their nose when they hear the word 'nose!' or point to a lamp when they hear the word 'lamp' performed perfectly while watching the experimenter perform correctly. But they were unable to avoid mistakes when they observed the experimenter doing the wrong thing:  they tended to copy what they saw done rather than follow the instruction heard, even though they were trying to follow clear instructions to obey the verbal command (Eidelberg 1929; Prinz 1990).  Although the underlying tendency to imitate is inhibited in normal adults under many conditions, it is still there, and can easily be released.

3.4. Ideomotor theory and the chameleon effect.  Wolfgang Prinz explains such observations in terms of what William James called ideomotor theory:  every representation of movement awakes in some degree the movement that it represents.  The representation of an action’s goal can elicit movements that would be means to that end; it has effects even when movements do not break through overtly.  Watching an action sequence speeds up your own performance of the same sequence, even if you cannot explicitly distinguish and recognize it; merely imagining a skilled performance, in sport or music, improves your own performance:  constitutes a kind of practicing, as many athletes and musicians know (Jeannerod 1997, 117, 119; Pascuale-Leone 2001). Moreover, neurophysiologists have shown recently that observing a particular action primes precisely the muscles that would be needed to perform the same action (Fadiga et al 1995).  Prinz (1990, 2005) argues, from the tendency to imitate and the reaction time advantage of imitative tasks, that perception and action share a common neural code that enables and facilitates imitation. On the traditional view of perception and action as separate, imitation requires a complex translation between unrelated input and output codes.  A common code would avoid this correspondence problem; no sensory to motor translation is needed.  

Social psychologists such as Bargh, Chartrand, Dijksterhuis and co-workers contribute further evidence of an automatic, unconscious tendency to imitate in normal adult subjects.  They demonstrate that the mere perception of another’s behavior automatically increases, in ways subjects are not aware of, the likelihood of the perceiver’s behavior that way himself.  This is an imitative tendency in a broad sense, applying to goals of action as well as bodily movements that are the particular means employed; modelled personality traits and stereotypes automatically activate corresponding behavior in us.  We automatically tend to assimilate our behavior to our social environment; Chartrand and Bargh (1999) call this the chameleon effect.

Here are some examples.  External representations of hostility seem to prime mental representations of hostility, making participants significantly more likely to follow experimenter instructions to give shocks.  And, even with no instruction to be rude, people are, spontaneously, significantly more rude when primed with words representing rudeness; ditto for politeness. Given subliminal exposure to words associated with the elderly, such as ‘sentimental’, ‘grey’, ‘bingo’, people get slower, their memories get worse, their attitudes become more conservative. Participants who interact in an unrelated task with someone who rubs her foot rub their own feet significantly more; transferred to another partner who touches his face, participants start to touch their faces instead; they are unaware of the model’s behavior or its influence on their own.  (See Bargh et al 1996; Bargh 2005 (surveys converging lines of research); Bargh and Chartrand 1999; Chartrand and Bargh 1996, 1999, 2002; Carver et al 1983; Chen and Bargh 1997; Dijksterhuis and Bargh 2001; Dijksterhuis and van Knippenberg 1998; Dijksterhuis 2005.) 

One study measured performance on multiple-choice factual questions (Dijksterhuis and van Knippenberg 1998; Dijksterhuis 2005). Some participants were primed, before doing the multiple-choice test, by doing some ostensibly unrelated exercises about college professors; other participants were not.   The participants primed by thinking about this stereotype, generally associated with intelligence, got significantly higher scores.  In another session different participants were primed by an unrelated exercise about soccer hooligans, while a control group was not.  The participants primed by thinking about this stereotype, generally associated with stupidity, got significantly lower scores.  It doesn’t matter whether the primes are conscious or subliminal:  people don’t see any relation between the priming stimuli and the effects on their own behavior, even when they are conscious of the primes.  Such priming works also for thinking about general traits as well as stereotypes, for aggressive as well as benign behaviours. 
 The results are highly robust, across dozens of different stereotypes and dependent variables, and using a variety of different priming methods.  The chameleon effect is automatic and unconscious, applies to meaningful and meaningless acts, to ends and to means, and does not depend on the subject’s volition or any relevant independent goal that would rationalize the primed behavior.  External visual and verbal representations of behavior have a remarkable direct ability to control action (as Bargh, forthcoming, concludes from a survey of converging lines of research).

Ideomotor theory is also invoked by these scientists to explain their results.  They hold that there is a direct link between perception and action; just thinking about or perceiving a certain kind of action has a tendency to lead to behavior in line with the thought.  When?  All the time.  The chameleon effect is the default underlying tendency for normal humans adults; it needs to be specifically overridden or inhibited—as it often is in normal adults, for example, by being engaged in an intentional goal-directed activity that makes different demands.  Nevertheless, the underlying default tendency remains, covertly even when inhibited; and often it is not inhibited.
 

Bargh emphasizes how hard it is for people to accept that these imitative influences apply to themselves:  because they are unconscious and automatic, so people are not aware of them, and because such external influences threaten their conception of themselves as in conscious control of their own behavior. 
  But as Bargh argues (personal communication), to gain control over external influences on their behavior people need first to recognize that they are subject to them, instead of denying this. Otherwise, people won’t attempt to control such external influences, and they’ll have a field day (Bargh 1999; Wilson and Brekke 1994; Potter 2003, 101).  Of course, a person can autonomously decide to enter an environment in which he will be subject, in ways he will not be conscious of, to influences that alter his behavior
---but only if he recognizes when making the decision that he will become subject to such influences.  Otherwise, his choice to enter the environment of such influences would not be autonomous.  

3.5. Mechanisms and functions of imitation: Mirror neurons, language, understanding other minds, cultural transmission.  What kind of neural processing might explain the preceding observations? Mirror neurons seem relevant here.  These are a particularly intriguing type of sensorimotor neuron, which have matching perceptual and motor fields:  they fire when the agent perceives another acting in a certain way or when the agent does the same type of act herself. They can be very specifically tuned.  For example, certain cells fire when a monkey sees the experimenter bring food to the mouth with his own hand or when the monkey does the same (even in the dark, so that the monkey cannot see his own hand).  The correspondence is not just visual:  hearing an expression of anger increases activation of muscles used to express anger.

The function of mirror neurons, and their relation to imitation, is a focus of current interest.  Mirror neurons are arguably necessary, though not sufficient, for full-fledged imitation.  They were discovered in macaque monkeys, but while these monkeys can emulate, they have not been shown to be able to imitate in the strict sense.
  In monkeys, the mirror system appears to code for the ends rather than the means of action. In humans, by contrast, the mirror system has means/ends structure:  some parts of it code for the goals of actions, others for specific movements that are means used to achieve goals.   Rizzolatti, one of the discovers of mirror neurons, suggests that the human mirror system can be used to imitate and not just to emulate because it codes for means as well as ends, unlike the macaque’s (2005). 
  

There is also much current interest in whether mirror neurons can illuminate the relationships among imitation and two other distinctively human capacities:  for language, and for identifying with others and understanding the mental states that motivate the actions of others. The greatest differences between chimp and human brains are precisely in the significant expansion of the areas around the Sylvian fissure that subserve imitation, language, and the understanding of action (Iacoboni 2005).  This is also where mirror neurons are concentrated. 

An hypothesis gaining support among scientists and philosophers is that mirror neurons are part of the mechanism for understanding observed actions by intersubjective identification with others, empathy and simulation.
 When you see someone do something, your own motor system is primed to imitate, even if imitation is inhibited, or taken ‘off line’:  such simulation can be regarded as off-line imitation.  This enables you to regard yourself and others as similar, to identify with others, and to understand the motivation of others’ actions in a means/ends structured way.  Simulation may also enable you to consider counterfactual possibilities or the results of alternative possible actions, and may in this way be among the mechanisms that enable deliberation. (See Hurley, forthcoming, for further details.)

Mirror neurons coding for the goals of action are concentrated in Broca’s area
, one of the primary language areas of the human brain and among those activated when imitative tasks are performed.   Transient ‘virtual lesions’ to Broca's area (created by transcranial magnetic stimulation) interfere with imitative tasks (Iacoboni 2005).  Now a nativist view of language could motivate a kind of protectiveness about Broca's as the best candidate for an innate language area in the brain.
  But recently scientists have developed new arguments about how language could develop, via neural mirror systems, out of capacities for imitation and identification with others.
 Whether the mirror properties of neurons in Broca’s area are innate, acquired, or both is a question for further work.
  
Finally, consider why evolution might favor neural structures that facilitate response priming, emulation, and imitation.  Suppose variations in the behavioral traits of adults that are not genetically heritable slightly favor some members of a generation over others, so that some reproduce successfully and others do not.  Their offspring may benefit if they can acquire the behavioral traits of their successful parents through response priming, emulation, and imitation as well as through genetic inheritance.  A young creature that tends to copy its parents will tend to pick up the nonheritable behaviors of creatures that have survived long enough to reproduce, and to form associations between such behaviors and the environmental conditions in which they are appropriate.  Depending on how costly or error-prone individual learning is, such social learning may contribute more to genetic fitness.

Later in life, the ability to turn imitation on and off selectively can be a Machiavellian social advantage:  by imitating the behavioral signs used by a group of cooperators to identify members, you may be able to obtain the benefits of cooperation from others, but then inhibit your own cooperative behavior before it comes time to reciprocate (a behavioral analogue of free-riding ‘greenbeard genes’; see Dawkins 1982, p. 149).

Once the capacity for imitation has evolved genetically, imitation provides a mechanism for the cultural transmission of information and for cultural accumulation and evolution, as Tomasello (1999, on the ratchet effect), Boyd and Richerson (1982, 1985), Blackmore (1999), Baldwin (1896) and others have argued in various ways.  Issues arise here about how genetic and cultural evolution constrain and influence one another: must genes keep culture on a leash or can ‘memes’ drive genetic evolution?  But for present purposes my survey of recent work on imitation and its implications must end here.

3.6. Summing up: Applying imitation science to the imitation of aggression.  I’ve surveyed the striking convergence of different lines of research on imitation, in cognitive neuroscience, neuropsychology, social psychology, and theories of cultural evolution.  Recent evidence and opinion strongly favor of the view that human beings have pervasive imitative tendencies; these are, at least in significant part, automatic and unconscious, not the result of autonomous deliberative processes.  However, our imitative tendencies may also be essential to the way our distinctively human minds are built and to their distinctive social ecology.  The importance of imitation in molding human behavioral patterns has not yet been widely assimilated, not its social significance widely appreciated.  Perhaps when the roles and mechanisms of imitation in general are better known and understood, so will be the risks associated with the imitation of media violence in particular.  Consider how some of the specific points about imitation surveyed above apply to the imitation of observed aggression.

We share with some other social animals capacities for social learning, expressed in the short-term priming of observed bodily movements and the emulation of attractive goals other agents are observed to obtain.  Observed aggressive action does not have a special exemption from these general tendencies.  Thus, observing aggression should tend to prime similar bodily movements in the short term, which may or may not be inhibited, and, when the results of observed aggression are attractive, emulation of goals should be expected.  Moreover, the strong human tendency not just to emulate, but to imitate novel observed actions--even when the observed means are inappropriate means of obtaining the goal—applies to aggressive actions along with others. Children, whose frontal functions aren’t fully developed, should be expected to have particular difficulty in inhibiting the tendency to imitate observed aggression (see and cf. Philo 1999).  But according to ideomotor theories, a tendency to imitate observed aggression should also be expected in normal adults, and to have effects even when it is inhibited.  For both adults and children, observing or imagining violent behavior constitutes a kind of practicing for violence, a honing of the skills of violence, just as in sporting or musical activities.  The chameleon effect indicates that mere perception of aggression automatically increases the likelihood of engaging in similar behavior, in ways subjects are not conscious of.  Exposure to representations of violent stereotypes or traits, like others, should be expected to prime unconscious automatic assimilation, mental as well as behavioral.  These automatic effects require specific overriding and inhibition for aggression as much as for other kinds of action.  If there is a direct link between perception and action, then observing violence should be expected to increase the likelihood of doing violence.  The link between representations of aggression and similar actual behavior should be no less strong and direct
 than the link is for other types of behavior, a link on which powerful evidence from various disciplines converges.  With the discovery of the mirror system and currently developing theories of its function, we may be on track to understanding the causal mechanisms that subserve human imitative tendencies at large, including the tendency to imitate observed aggression.
Since human imitative tendencies often operate automatically and unconsciously, they can bypass processes of autonomous deliberation and control, and are least accessible to control when they are unacknowledged.  This bypass will threaten people’s sense of deliberative autonomy and control, hence be hard to accept, in general (as indeed Bargh has found)—and especially so when the influence is toward behavior the subjects may consciously disapprove of, such as aggression.  Ironically, denial reduces subjects’ ability to control such influences.   Evidence of the effects of media violence doesn’t just threaten financial interests in the media industry, but also challenges the conception many people have of themselves as autonomous, a conception that also plays important roles in political theory.  

But while at one level our automatic tendency to imitate may threaten our autonomy, recall also that strong imitative tendencies are distinctively human and are arguably connected, neurally and functionally, with other distinctively human capacities:  for language, for identifying with and understanding other agents, for assessing counterfactual possibilities,
 which are in turn arguably fundamental to our capacities for rationality and responsible action.  Even though imitative tendencies may often be automatic and unconscious and bypass autonomous deliberation, these tendencies arguably also contribute, in both evolutionary and developmental terms, to our having our distinctively human capacities in the first place.  If so, we would not be more rational or responsible or autonomous without these underlying imitative tendencies; the human style of imitative social learning may well be a deeply functional feature of human nature.  We may only possess our distinctively human abilities to make up our own minds, as deliberative, responsible agents, because of the distinctively imitative way in which our minds are made up. 

But this rethinking of the nature and social ecology of autonomy has political implications.  Different ways of understanding the nature and basis for our distinctively human deliberative autonomy may affect the roles this trait plays in political philosophy, and how best to foster, protect, and respect it.

4. Freedom of speech.

4.1.  Assumptions. I want finally to bring the preceding lines of research into contact with issues about freedom of speech.  Let’s suppose for the sake of argument that three things are true. First, exposure to media violence tends to increase aggressive or violent behavior, with resulting significant harm to third parties. The increase holds statistically, across a population of viewers, which is of course consistent with causation.
 Second, human beings have a tendency to imitate observed or represented actions that often operates automatically and unconsciously.  Three (putting the first and second points together), the tendency for exposure to media violence to increase aggressive or violent behavior in harmful ways often operates automatically, in ways that the affected agent is unaware of and that bypass his autonomous deliberative processes.  Exposure to media violence can have harmful effects in ways that bypass autonomous deliberative processes (bypass effects) as well as in ways that operate via autonomous deliberative processes (non-bypass effects).  The third assumption is that, even setting aside non-bypass effects, bypass effects still increase aggressive or violent behavior significantly across a population of viewers, resulting in significant harm to third parties. 

The work surveyed above should make these empirical assumptions plausible, but let’s now consider the implications for freedom of speech IF they are true.  How do these empirical propositions bear on traditional views of why freedom of speech should have special protection and of how resulting harms should be dealt with?   I will first set out sketch the relevant theoretical background and apply it to violent entertainment.  Then I will consider a handful of possible objections.

4.2. Liberalism and the special protection principle. A background principle in liberal societies is that government should not interfere with our actions, except to prevent harm to others (Mill 1859; Williams 1981, ch. 5). The principle of freedom of speech makes an exception to this exception.  It is important to recognize that the principle of freedom of speech does not depend on denying that speech causes harm to others; speech is not plausibly viewed as self-regarding action.  If speech did not harm others, it wouldn’t need special protection; it would fall under the general liberal protection of liberty except where harm to others is caused. 
  But even speech that is admittedly likely to harm others is given special protection from interference.  Thus the principle of freedom of speech makes an exception to the general principle that government can regulate conduct likely to harm to others.  People are permitted to do more harm to others through speech than through other conduct.   Why?  

The nutshell version of the justifications for special protection of speech distinguishes three main categories of argument (see also Barendt 1985):  arguments from truth (Mill 1859), arguments from democracy (Meiklejohn 1948; Bullinger 1985) , and arguments from autonomy (also in Mill 1859).  The arguments from truth and democracy are consequentialist, but arguments from autonomy can take consequentialist or deontological form, according to whether autonomy is seen as a good to be promoted (Scanlon 1979) or as a constraint on justifications of government interference (Scanlon 1972). There are subtle variations on each theme:  for example, populist and egalitarian and distrust versions of arguments from democracy (Meiklejohn 1948; Fiss 1998, 1991, 1987; Ely 1981).   Different conceptions of autonomy and related ideas are invoked (see Brison 1998a).  The autonomy interests of speakers and of audience are distinguished (Scanlon 1979).   The three types of argument can be related in mutually supporting ways, yielding pluralist accounts of freedom of speech.  Each type of argument has also been roundly criticized (Schauer 1982, 1984; Alexander and Horton 1984; Brison 1998a).  But for present purposes I do not argue against these three rationales for giving special protection to speech, but rather query the extent to which they capture violent entertainment.

‘Speech’ is a term of art for present purposes.  Not everything that is normally regarded as speech (talking in libraries) gets special protection, and some things do that are not normally regarded as speech (exhibiting photographs).   The question ‘what counts as speech?’ is closely connected to the question ‘why give special protection to speech?’.  According to what I call the special protection principle, conduct of a certain kind counts as specially protected speech to the degree it is captured by the rationales for special protection.  That is, the justifications for letting people to more harm to others through speech than nonspeech determine what counts as speech and distinguish it from nonspeech.  The distinction needn’t be sharp; the rationales for special protection may capture different kinds of conduct to different degrees and thus yield different degrees of special protection.   For example, political argument is arguable captured by the rationales to a higher degree than nude dancing, and so warrants a greater degree of special protection.

4.3. Should we extend the special protection accorded to speech to violent entertainment? To what degree, then, is violent entertainment captured by the rationales for special protection?  My answer is:  to a very low degree.

Even if violent entertainment can at times serve truth or democracy, most violent entertainment--as opposed to the representation of actual violence in the news --is not well captured by the arguments from truth or from democracy.  (I return below to the distinction between news and entertainment.)  The strongest case for special protection of violent entertainment would have to be made under the heading of arguments from autonomy.  

Consider speaker autonomy first.  Violent entertainment is predominantly commercial, and aims at economic profit (see Hamilton 1998).  It only weakly engages interests in speaker autonomy, unless speaker autonomy has already been associated, in a way that would be question-begging here, with a right to freedom of speech that extends to producing violent entertainment for commercial motives.  Moreover, it is important here not to confuse autonomy with self-expression (for example, through art).  Self-expression per se is not the beneficiary of special protection and does not justify harming others.  There are many ways of expressing oneself that may harm others but do not count as speech or warrant special protection.  Nero was presumably expressing himself aesthetically when he (perhaps apocryphally) spilled fresh human blood on green grass.  Violent entertainment is thus only very weakly captured by rationales concerned with speaker autonomy.

It fares even worse under rationales concerned with audience autonomy, because of the extent to which the effects of violent entertainment on viewers bypass autonomous processes, and because it does not aim primarily to convey truthful information (as news does).  Audiences may want violent entertainment, but not everything people want respects or serves their interests in autonomy, especially if wants have been cultivated and manipulated by powerful financial interests to create a profitable market. The power of the media industry over the public should be compared to the power of government as a potential threat to autonomy (see also Fiss 1998; Brison 1998a, 334).  Moreover, as we’ve seen, there is good reason to believe that many effects of violent entertainment on audiences are unconscious and automatic and bypass autonomous deliberative processes.  Audience autonomy would arguably be increased, not decreased, if such influences were reduced.  

Does my argument about audience autonomy here become paternalistic? No.  I am not arguing that it is better for audience’s autonomy for them not to be subjected to certain influences, even if audiences want to subject themselves to such influences.  Recall the posture of the argument at this point.  I asked why we are freer to harm others through speech than through other forms of conduct; the harm concerned is harm to third parties, not to speaker or to audience.  The answer most relevant to violent entertainment is:  because giving special protection respects or promotes autonomy.  I then ask:  but does violent entertainment in fact respect or promote autonomy?  And I consider why it may not do so, but may in fact decrease audience autonomy.  I am rebutting a justification of special protection in terms of autonomy, not putting forward autonomy as a positive justification for anything.  I am certainly not arguing that audiences should be deprived of the violent entertainment they want because it decreases their autonomy and hence is bad for them.  Rather, I am arguing that if violent entertainment causes harm to third parties in ways that bypass autonomous deliberative processes, such harm cannot be justified in terms of audience autonomy.

Scanlon (1979) explains, in developing his second version of an argument from autonomy for free speech, that we tend to assume that an audience is free to decide how to react:  what belief or attitude to form.  It is thus able to protect itself against unwanted long-range effects of speech.  “If we saw ourselves as helplessly absorbing as a belief every proposition we heard expressed, then our views of freedom of expression would be quite different from what they are” (Scanlon 1979, 524-525; cf. Wilson & Brekke; Gilbert 1991; Gilbert et al 1993).  But in fact our control is incomplete.  “Expression”, he writes, “is a bad thing if it influences us in ways that are unrelated to relevant reasons, or in ways that bypass our ability to consider those reasons” (1979, 525).   Scanlon considers how subliminal advertising can affect our beliefs about the means to our goals, and can make us think we have reasons even when we don’t.  And he considers the possibility that it might also have a deeper effect, and change us by giving us new desires and goals.  His point is that any such manipulative, unreliable processes of belief and desire production, of which audiences are unaware and hence uncritical, do not enhance audience autonomy, especially if they exploit audiences for the speaker’s gain.  In his view, the “central audience interest in expression” is an autonomy interest: “the interest in having a good environment for the formation of one’s beliefs and desires” (1979, 527).
  This suggests that autonomy requires more than non-interference; it makes positive demands on social environments.  Scanlon asks whether expression must take a sober, cognitive form in order to gain protection.  After all, visual images may be more effective than words in inducing desired behavior in an audience.  But it does not follow that speakers should be allowed to use such means, even if they are the only means to create the desired effect:  audiences have an interest in avoiding manipulative changes, as in subliminal advertising, which bypass their deliberative control and operate independently of reasons (Scanlon 1979, 547).

The evidence of automatic and unconscious imitative and chameleon effects I cited earlier is highly relevant to these remarks by Scanlon.
  To paraphrase:  if we realized that we tend to absorb and imitate patterns of behavior we observe automatically and unconsciousness, then our views of freedom of expression would be quite different from what they are.
  Perhaps they should be.  Here, however, I have argued from within existing views that violent entertainment should not receive much in the way of special protection as speech.  

As a result of the low degree of capture by rationales for giving special protection to speech, the degree of special protection given to violent entertainment should be correspondingly low.  On the assumptions made above, exposure to violent entertainment produces through unconscious, automatic processes significant harm to others as a result of increased levels of aggressive or violent behavior across the population of viewers.  Prevention of such harm to third parties provides a strong reason (or “compelling interest”) for liberal government to interfere with violent entertainment, and is not effectively blocked by the rationales for giving special protection to freedom of speech, since these are very weakly engaged by violent entertainment.

Some immediate qualifications:  First, no particular policy response or way of interfering is recommended.  There are different options here:  civil liability and effective self-regulation are alternatives to direct censorship.  Second, the third party harm reason for interference may be outweighed by other values, including values other than free speech values.  We strike balances that permit harm to innocent third parties in other contexts, after all:  consider the use of cars.  Perhaps the harm suffered by third parties is the price we have to pay to have great art that represents violence, since there is no practical way to regulate just the dross
 and the great art at issue is worth the cost in harm to third parties.  I do not argue against this position here, but if that is what it comes down to we should own up to this balancing judgement and not dress it up as something else.   Third, note again that my argument is not paternalistic in any way.  It does not turn on any paternalistic claim to be for the good of those who would prefer to produce or consume violent entertainment, but turns purely on harm to third parties.  Fourth, it is not offered as an argument within any particular jurisdiction or specific existing jurisprudence, such as US jurisprudence, but as a general normative argument within a liberal democratic context that deserves to be taken seriously by courts.

I expect this argument to be controversial. I now consider six of the possible objections.

4.4. News versus entertainment: why does news deserve special protection?  Doesn’t my argument prove too much?  Doesn’t it also show that violent news should not be protected as speech against showings of harmful effects?
  If media violence has effects that bypass audience autonomy, why protect violent news any more than political acts with harmful effects, such as dumping a pollutant that will cause a number of deaths into a lake in order to protest environmental regulation?  Alternatively, why not protect violent entertainment as well as violent news, and just punish the agents of violent acts?

In responding, I draw on the truth and democracy rationales as well as the autonomy rationale for special protection.  The line between news and political speech, on the one hand, and entertainment, on the other, is difficult to draw in practice.  It may not be sharp, especially given commercial incentives to edit and present the news in ways that maximize its entertainment value.  Nevertheless, I believe a distinction between news and entertainment should be drawn in this context by reference to the thought that the primary purpose of news is to report events truthfully.   Violent news thus engages the argument from truth directly, in a way that violent entertainment and pollutant dumping do not; if it doesn’t, it isn’t news.   Of course, entertainment often conveys truths; but entertainment needn’t aim to report truths, and the reporting of truth need not be entertainment.   By contrast, news must aim to report truths, even if it has other, commercial aims as well; and a true report just is news.   Moreover, violent news, along with other news, is plausibly regarded as essential to the operation of a democracy.  Voters must have access to reasonably accurate information for a democracy to function; information about actual violent events is often of great political significance.   By contrast, the primary aim of violent entertainment is not to report actual violent events.   Finally, just because the primary aim of violent news is to report actual violent events (unlike violent entertainment), it at least contributes information for autonomous deliberation, even if it also has effects that bypass autonomous deliberation.  So its effects at least run along parallel tracks, autonomous and nonautonomous (see below).

Thus representations of violent events in responsible news media are captured by all three types of argument for special protection.   Even if they are sometimes misleading, such representations arguably make an important net contribution to the evidence people have for arriving at true beliefs about the state of society, which voters in a democracy need for democracy to function well, and which provides reasons for autonomous, deliberative decision-making.   So violence in the news is specially protected to a high degree against any further harmful bypass effects it may have, as in suicide contagion.

4.5. Statistical causation, probability of harm, and degree of protection.  Is my argument undermined by the statistical character of the harmful effects?   Though exposure to media violence doesn’t necessarily cause increased aggression in particular cases, I have assumed that it does so across a population of viewers. Causation is still causation, even when it operates statistically, across populations.
  And causation at the population level is all that is needed for a showing of significant harm, given the size of modern viewing audiences.

However, it would be sufficient for my application of the special protection principle to make an even weaker assumption at the population level, namely, of a significant probability of causing harmful effects across the population.  If the degree of special protection is low because the degree of capture is low, then the probability that conduct will cause serious harm need not be conclusive to provide a compelling reason to regulate that conduct. 

To see why, consider what it means, operationally, for the degree of special protection of certain conduct to be higher or lower.  Not all nonspeech conduct that can cause harm to others is regulated by liberal governments, even though nonspeech is not specially protected.  Whether regulation is justified depends in general on the expected harm, which is a product of the seriousness of harm and the probability the conduct will cause it.  A compelling government interest in regulation of potentially harmful nonspeech conduct does not require that the probability of causing harm is conclusive. If given nonspeech conduct must have expected harm to others of level X to create a sufficient government interest in regulation to justify interference, then speech with the same level of expected harm will not justify interference, in virtue of special protection.  But if expected harm to others from speech is much higher than X, either because of the seriousness of the harm, or the high probability of this harm resulting, or both, then the special protection given to speech can be overcome.

The degree of special protection can thus be understood as the additional degree of expected harm to others that is required to warrant interference with speech (cf. Schauer 1984, 1303).  Centrally protected speech such as political argument, falling squarely under all rationales for special protection, receives high-level special protection:  overcoming special protection requires a very high probability of catastrophic resulting harm.  Less centrally protected speech receives lower-level special protection, and so may be vulnerable to demonstrations of a somewhat lower probability of somewhat less catastrophic harm, which nevertheless provides a compelling governmental interest in regulation; the probability need not be conclusive.  There is no basis for requiring conclusive proof of harmfulness, beyond reasonable doubt.
  

4.6. Can ‘more, better speech’ remedy bypass effects?  The traditional remedy for harmful speech, under freedom of speech doctrine, is ‘more, better speech’.  Can’t more, better speech remedy the harmful bypass effects of media violence, without calling the special protection of media violence into question?    If the additional speech argues that violence is bad and gives reasons why, the answer is probably ‘no’, since the relevant influences operate unconsciously and automatically.  However, if the additional speech provides people with scientific evidence that their behavior actually is subject to such direct, automatic imitative influences, including toward aggression—however unpalatable that is--, so that they can take steps to guard against such influences, then perhaps the additional speech will have some tendency to mitigate the harmful effects (see and cf. Wilson & Brekke 1994).  That would depend on the answers to various questions, which may not be known.

First, will enough people understand and accept the evidence of direct imitative influences on behavior, despite the widespread tendency to deny such influences?  Second, will they be able to take effective steps as individuals to counter such influences?  Or will the influences tend to persist, like many visual illusions, even when they are recognized as such?   Recognition of such influences may be necessary but not sufficient for controlling them.  How much harm will result from imitative influences that are resistant in this way?  Third, will enough individuals in fact choose to take such steps in relation to media violence, even if they are able to?  Or will they prefer to allow themselves to be subject to such influences, perhaps because it is pleasant to do so, or too much trouble to do otherwise?  

A father question is:  if many individuals choose not to take steps to counter the influence of media violence on their behavior, despite recognizing this influence, does that absolve others of any accountability for resulting harms to third parties?  What of those who market and profit from media violence?  Consider several possible parallels.  Some choose to smoke, despite recognizing its potential harmful effects on third parties via passive smoking.  Does the smoker’s choice to endanger third parties absolve those who profit from cigarettes of any accountability for passive smoking harms to third parties?  Some choose to drink and drive, despite recognizing the potential harmful effects on third parties.  Does the drinker’s choice to endanger third parties absolve those who profit from selling alcohol of any accountability for drunk driving harms to third parties?  How analogous are these cases to media violence?  They raise, at any rate, some general questions about accountability.

4.7. The intervening accountable parties exception; autonomy versus shared accountability.  Perhaps, contrary to the way I’ve set the problem up, media violence doesn’t need special protection as speech.  Even when nonspeech is in question, there are exceptions to the principle that there is good reason to restrict activities that cause harm to third parties, when the harm is caused via the acts of a second party who is regarded as solely accountable.  Selling alcohol to second parties may predictably cause harm to third parties, but if the second parties are sober when they choose to buy and drink alcohol knowing they must later drive, then the behavior of the second party may be regarded as the relevant cause of harm to third parties, not the activity of selling alcohol.  If speech is merely subject to this exception for intervening accountable parties, this does not constitute special protection.  Of course, this requires it to be shown for speech as much as for nonspeech that the intervening second parties are indeed responsible for the relevant choice (not already drunk, for example) and hence accountable.
  In the case of media violence, it would have to be shown that the choice to behave aggressively or violently was one for which the agent was responsible and accountable. 

However, speech is being given special protection if this exception is automatically triggered by speech, in a way that it is not for nonspeech activity.  It may be assumed that responses to the content of speech necessarily reflect autonomous choices, so that if responses by hearers to the content of speech intervene between speech and harm to third parties, then hearers rather than speakers are responsible and hence accountable for the harm.  To assume that speech automatically gets the benefit of this intervening accountable parties exception is just to assume special protection for speech, on grounds of hearer autonomy.

But to the extent the evidence I’ve discussed brings the assumption of ‘hearer’ (or viewer) autonomy into question, there is no shortcut to an automatic exception to the third party harm principle for speech, on grounds of intervening accountable parties.   For harmful speech to get the benefit of the intervening accountable parties exception, there would have to be some reason other than an automatic assumption of autonomy to regard the hearers as accountable for their harmful choices.

This reply raises another important concern about recognizing the harmful bypass effects of media violence:  a worry about undermining individual accountability for aggression by allowing aggressors to blame media violence.  If we recognize that harmful effects may result from speech in ways that compromise audience autonomy, does that not threaten the accountability of individual hearers of speech for harmful acts they are thus influenced to do?

Not necessarily.  Care is needed concerning the relationships between autonomy, responsibility, and accountability, which I cannot explore fully here.  But more is required for autonomy than for responsibility or for accountability.  An inference from autonomy to responsibility and hence to accountability may be valid, but it would not follow that the reverse inference was also valid:  accountability does not require autonomy.  Autonomy is an ideal that we often fall short of in making choices and acting intentionally.  We do not regard people has not responsible or accountable for their choices whenever they fall short of autonomy.  If we did, the world would be transformed beyond recognition.  People often intentionally enter into contractual relationships, make purchasing decisions, commit crimes, get married, have children, and so on, under influences that compromise their autonomy.   Nevertheless, they are often rightly regarded as responsible and accountable for the sub-autonomous choices they make and their consequences.   When people are influenced by media violence toward aggression in ways that compromise their autonomy, it does not follow that they are not responsible or accountable for their intentional actions and the harm they cause.   There is no automatic inference from accountability to autonomy, or from lack of autonomy to lack of accountability.  The spectre of proliferating insanity defenses based on the bypass effects of media violence can be laid to rest:  the argument would prove too much.

Let me take stock of the last few paragraphs.  On the one hand, I argued that special protection of speech cannot be justified by assuming audience autonomy, so that speech would automatically trigger the intervening accountable parties exception to the third party harm principle.  Even if autonomy implies responsibility and hence accountability, audience autonomy cannot be assumed, given the prevalence of bypass effects, and thus does not justify assuming that ‘hearers’ who mediate harmful bypass effects must be accountable; that question remains open.    On the other hand, I argued that accountability does not require autonomy; so that influences that compromise autonomy do not necessarily undermine individual responsibility or accountability for harmful acts.  We are thus back to where we started:  individuals subject to bypass effects may still be responsible and accountable for the harms they cause, despite their lack of autonomy. Conduct that responds to speech, like other conduct, is often subject to influences that compromise autonomy, but the agents are often nevertheless responsible for such conduct and rightly held accountable for its effects—though accountability may be shared.  Speech is not special in respect of intervening accountable parties.

Further argument would be needed to show that certain ways of compromising autonomy do undermine accountability for resulting harmful acts.  By contrast, while I cannot argue for it here, I favor a compatibilist conception of responsibility that upholds the responsibility and accountability of individual agents for many bypass effects--at least given knowledge of the prevalence of such effects--without thereby exonerating others of a duty to try to avoid such harms.  It is important for purposes of upholding individual responsibility and accountability for bypass effects that the evidence concerning such effects become more widely known.  Suppressing it is just the wrong thing for friends of individual responsibility to do. 

More generally, I suggest that it is a serious mistake to assume that if an individual agent is responsible for his action and rightly held accountable its harmful effects, then no further questions arise about how others might also be responsible and accountable or how those harmful effects can most effectively, and should, be avoided.   While rightly holding individuals accountable for what they do, we should at the same time consider the social and cultural environment in which they act, and the influences it has on their action.  Holding individuals accountable for the harms their acts cause should not exempt others further back in the causal chain from sharing accountability for avoidable harms to third parties.  As a society, we are obligated to try to prevent serious harms to innocent members of society, to change the social environment in ways that predictably reduce such harms, while at the same time rightly holding individuals accountable for their actions.  There is no incompatibility here.  Responsibility for certain effects is not exclusive; nor is there a fixed quantity of it, which once allocated to an individual agent is somehow used up.
  Rather, responsibility is a kind of normatively constrained causality that does not begin and end with individuals but emerges from dynamic and continuous interactions between individuals and their social environments.  What is needed is an ecological approach to responsibility that spells out the way responsible individual agency is causally embedded in and grows out of social reason-giving practices and cultural norms.   Governments cannot escape their own accountability for shaping such practices and norms in harm-avoiding ways by simply allocating accountability solely to individuals, as if individual responsibility were somehow independent of social context.  

4.8. Parallel tracks and black leather.  Media violence may both engage autonomous deliberative processes and have effects that bypass such processes.  As with pornography, ‘messages’ may be inserted into violent entertainment to protect it against criticism and give it ‘speech value’, and to make it easier for people to justify their enjoyment of it to themselves and others.  If an instance of speech operates along parallel tracks in this way, does it engage the audience autonomy rationale for special protection or not?   Does it rate a net positive or negative score for audience autonomy?  Can special protection for violent news that operates along parallel tracks be defended in a way that also extends to violent entertainment? 

Consider the recent film, The Matrix.  It has enough intellectual content to have inspired a number of philosophical essays.  It also has a certain distinctive style, which involves lots of sunglasses, black leather, and violence.   The sunglasses and black leather appear to be purely cosmetic; you could peel them off, or replace them with wire-rims and tweeds, without affecting the intellectual content of the film.  Is the level of violence like this also?  This black leather test might be developed to provide one possible response to the parallel tracks problem.

4.9. The dangers of censorship. 
  Empowering direct government censorship is itself dangerous; we are wise to distrust such power.  If government routinely has power to decide degree of capture and of special protection, it seems inevitable that such power will be used politically. For example, films showing the horrors of war and implicitly critical of government policies on war could be censored on grounds that their violent content is likely to lead to harm to third parties.

However, direct government censorship is not the only regulative possibility.  More effective self-regulation can be explored (cf. Potter 2003, ch. 11).  Civil product liability in tort, perhaps class-based, is another possibility (see Potter 2003, 163-166), which raises further issues.  Entertainment products aren’t supposed to lead to violence; but is an entertainment product defective if it does?  Has the entertainment industry misled the public concerning the effects of violent entertainment?  It could also be argued that civil liability just distributes the power to decide degree of special protection across courts as a function of private litigation.  Is that any less worrying than direct government censorship? On the other hand, is manipulation of the content of entertainment by the financial interests of the entertainment industry (“more powerful than many governments”, as the refrain goes), or simply by market forces, any less worrying (see Hamilton 1998)?

5. Concluding remarks.

There are many other relevant issues, which I cannot pursue here.  My aim has been to break ground by bringing recent research about imitation into contact with issues about media violence and freedom of speech.

The cognitive and social sciences have not yet put their heads together over imitation. In particular, work on imitation in cognitive science and neuroscience has not yet been assimilated or appreciated by the social sciences and philosophy, even though it raises fundamental questions, both theoretical and practical.  How do the important roles of imitation for human being bear on our view of ourselves as autonomous, on individualistic values of liberal societies such as freedom of expression, on the relationship between violence in the media and aggression in society and related policies, on the social ecology of responsible agency?

Assumptions about autonomy and responsibility embedded in liberal political theory need rethinking in light of emerging evidence about the nature of human minds.  A better understanding of what is distinctive about human minds may change our views of what threatens our autonomy and how best to protect it. If liberal values are survive and flourish in the face of these new discoveries about imitative learning, we need to begin to link questions about how we make up our minds with questions about how minds are made up. 
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� Thanks to Guy Claxton here.


�  The Paik and Comstock 1994 meta-analysis covered 217 studies; Potter 2003 uses a rough figure of 300. Adding in reviews and analyses, it has been claimed, brings to figure up to something like 3000 (Potter 2003, ix, 26).


� Berkowitz 1993; cf. Potter 2003, ch. 5, on different understandings of violence.


� Renfrew, 1997, 161; Huesmann & Taylor 2003; Potter 2003; Bushman & Anderson 2001; Freedman 2002.


� While this focussed on pornography rather than media violence, since much pornography represents violence, issues about whether pornography and media violence have harmful effects are closely related.  See Comstock and Scharrer 2003 for the increased effect sizes of violent stimuli with erotic content.


� Or perhaps not so surprisingly? It appears that many people simply do not want to believe that media violence has harmful effects.  The disconnect between the strong consensus of scientific opinion and media reports on this question is documented methodically by Bushman and Anderson 2001.  “As it became clearer to the scientific community that media violence effects were real and significant, the new media reports actually got weaker”, 485.   They consider possible explanations:  vested financial interests in the media that influence public opinion (the motion picture industry has financed literature skeptical about the evidence that media violence causes aggression; see also Hamilton 1998), misapplication of fair reporting criteria that give disproportionate weight to vocal minority views, the failure of the scientific research community to argue its case effectively to the public.  Bushman and Anderson also list six parallels between die-hard resistance to the evidence of harmful effects of media violence and of smoking, including efforts by holders of vested financial interests to influence public perceptions of the evidence.  See also Huesmann and Taylor (2003) on the psychology of denial involved here.  Potter 2003 insightfully analyzes and debunks the myths that keep various interest groups talking past one another on this subject.


� Cf. Howitt and Cumberbatch cited by Williams 1981, 67, for a different earlier view.  See also Potter 2003, 28-29.


� See also Berkowitz 1993, 201; see also Potter 2003, ch. 4, on the myth that the harmful effects of media violence are confined to children; Comstock and Scharrer 2003 on age.  Cf. Williams 1981, 88-89, who seems to assume that sexual maturation, if it could only be made precise, would imply that children would no longer need special protection from pornography.


�  The Johnson study did not directly measure viewer’s exposure to TV violence, but rather how much TV different viewers watched.  Arguably, there is so much violence on TV that the higher viewers can be assumed to have been exposed to more TV violence than the lower viewers.  If this inference is regarded as problematic, see supporting longitudinal studies that look specifically at exposure to media violence:  Huesmann et al 2003; Eron et al 1972.  Cf. Renfrew 1997, 162, referring to older, less comprehensive data.  Thanks here to Rowell Huesmann.


�  See Smith and Donnerstein 1998, 178 for the very conservative 10% figure, derived from the Huesmann longitudinal study.  See also Berkowitz 1993, 233.  See Comstock and Scharrer 2003 for a discussion of effect sizes; the overall effect size in the Paik and Comstock meta-analysis was .31, which is equivalent to aggressive behavior being exhibited by 65.5% of those above the median in exposure, but only by 34.4% of those below the median (Bushman and Huesmann 2001, 234).  


� However, pace Freedman (2002), evidence of aggressive play cannot simply be dismissed as irrelevant to real-world aggression; imagination and play contribute significantly to learning (see Pascuale-Leone 2001; Jeannerod 1997, 117, 119).  Moreover, as Potter argues, “…most people overestimate the ability of adults to distinguish between reality and fantasy.  Many adults exhibit the same problems that are attributed to children.” (2003, 73.)  See also Gilbert 1991, Gilbert et al 1993.


� Freedman’s skeptical review (2002) is distorting in various ways, including that he assigns weights to results on the basis of how many tests were included in a given ‘study’ (p. 54), fails to distinguish carefully lack of significant effect from significant evidence for no effect (see the slide in his categorizations from p. 55 to p. 57), misunderstands the causal role of arousal as a mechanism (pp. 51-2, 77, 80, 91, 102, 195; see also discussion below), wrongly dismisses play aggression as irrelevant (pp. 101, 105), shifts assumptions without justification (for example, compare p. 63 and p. 164 on whether children are more susceptible than adults to the influence of media violence, and p. 81-83 and p. 207 on whether and in what contexts the content of movies carries social messages), employs varying standards of argument (see for example his claims on p. 132; p. 210; compare also his claims about advertising, p. 204, with, say, the evidence about its unwanted effects reviewed in Wilson & Brekke 1994; see also Gilbert 1991, Gilbert et al 1993).   


� The statistical techniques for comparing these correlations have become more sophisticated over time.  It is now considered good practice to compute structural or regression models to compare possible causal models, rather than simply comparing correlations (see Kline 1998). However, for present purposes this does not matter, because the conclusions of the studies under discussion have been shown to be the same with the more sophisticated techniques (Huesmann and Miller, 1994).  Thanks here to Rowell Huesmann. 


� See Berkowitz 1993, 227-8.  In this study the same pattern did not hold for girls.  See Geen 1990, 97-99, 111.


� Although the pure ‘reverse hypothesis’ fares badly in light of the evidence: see Comstock and Scharrer 2003.  See also Potter 2003, 120; Geen 1990, 94, 99-100; Renfrew 161; Smith and Donnerstein 176.


�  See and cf. Smith and Donnerstein; Berkowitz 1993, 209ff; Potter 2003.  Such modulation may be useful in guiding regulatory approaches to media violence.


� This may interact with an arousal mechanism; see Kinsbourne 2005 and discussion below.  Freedman’s (2002) argument concerning the role of arousal in relation to the influence of media violence is unpersuasive.  He regards it as discrediting the influence of media violence on aggression.  But of course exposure to media violence has effects via one or another mechanism; arousal may be one of these (as researchers have argued; see Huesmann & Taylor 2003), and arousal may also increase, as Kinsbourne claims, imitative tendencies.  If media violence is almost invariably arousing and arousal tends to increase aggression (as Freedman suggests), then far from discrediting the influence of media violence, arousal may be among the mechanisms by which media violence has its effects, perhaps interacting with imitative tendencies.  Knowing what the mechanism is by which media violence has its effects does not show that it does not have them.


� On the relation between automatic processes and unconscious processes, see Wilson 2002, 226:  although there are certainly exceptions, “..in general, it is fair to characterize most nonconscious thinking as automatic and most conscious thinking as controlled.”  I will go along with this generalization for present purposes.


� Rizzolatti and Arbib 1998, 1999; Gallese and Goldman 1998; Gordon 1995; Tomasello 1999; Arbib 2002 and in press;  Arbib and Rizzolatti 1997; Gallese 2001, 2005; Meltzoff 2005; Iacoboni 2005; Hurley 2005a,b; Whiten et al 2001, 2005, Hobson and Lee 1999; etc.  


� See Comstock and Scharrer 2003. 


� There is more complexity here than I can indicate in this brief compass.  Imitation is a contested concept; the various criteria proposed for full-blooded imitation do not always coincide, even with carefully controlled experiments (see Heyes 2001, 2005; Heyes and Galef 1996).  See also Rizzolatti 2005 on possible neurophysiological correlates of means/ends structure within the mirror system.


� Bargh 2005 comments on the striking similarities between the externally controlled behavior of Lhermitte’s patients with frontal brain damage and of normal college students in priming experiments (described in the text).


� Priming with specific exemplars (e.g. Albert Einstein) produces contrast or comparison effects, while priming with a generic category (e.g. scientists) produces assimilation effects.


� Freedman 2002 appears to be unaware of these lines of research or their direct application to representations of violence, along with representations of other behaviors.  For example, his unpersuasive comparisons of the effects of advertising with the effects of media violence, p. 204, are not informed by the results of this research or other related work, such as in Wilson & Brekke 1994.


� See also Gordon 1995, who argues that it takes a special containing mechanism to keep the emotion-recognition process from reverting to ordinary emotional contagion, and this mechanism is not fail-safe.  If simulation theory is right, he holds, only a thin line separates one’s own mental life from one’s representation of the mental life of another, and “off-line” representations of other people have an inherent tendency to go “on-line”.


�  See also Potter, 2003, ch. 2.  


� Thanks here to Dick Arneson and Larry Alexander.


� See also the discussion of emotional mirroring in Gallese 2005 and Iacoboni 2005.


� But see Voelkl and Huber 2000 for evidence of imitation in marmosets.


� Mirror neurons appear to code for means in parietal areas, for goals in Broca’s area—one of the main language areas of the brain (Iacoboni 2005).


� See e.g. Gallese 2001, 2005; Hurley 2005; Gordon 1995; Goldman 2005, discussing autists’ deficiency at imitation in early years; Williams et al 2001 on mirror neurons as basis for imitation and mindreading and autism as a deficit in an ontogenetic cascade. Consider also the finding of Chartrand and Bargh 1999, experiment 3, that those high in dispositional empathy imitated more than those low in empathy.  Thanks here to John Bargh.


� Or the homologue thereof in other primates.


� A remark to this effect was made by Marco Iacoboni at the Royaumont conference (2002) on imitation; see his 2005.


� Arbib 2002 and forthcoming; Arbib and Rizzolatti 1997; Iacoboni 2005; Rizzolatti and Arbib 1998, 1999; see also and cf. Christiansen 1994; Christiansen et al 2002; Deacon 1997;Tomasello 1999 on establishing shared reference to an object through joint attention, established by gaze following and role-reversal imitation.   Arbib (2002) has emphasized the recombinant decompositional structure of full-fledged imitation and the way it establishes a kind of 1st/3rd person parity or intersubjectivity, which may help to explain how related features of language emerge.  


� Heyes 2005 explains how they might be acquired.


� Mirror neurons may have originated in motor control functions, and been exapted for imitation (Rizzolatti 2005 and remarks at the Royaumont conference 2002; Gallese 2001; Hurley 2005).  See also Boyd and Richerson 1985; Blackmore 1999.  


�  In Ashcroft v. Free Speech Coalition, the US Supreme Court struck down a statute banning virtual child porn (produced without using actual children).  The Ashcroft Court assumed without substantial argument that any causal links between images of child abuse and actual child abuse are “indirect” and “remote”, not “strong”, and that the criminal act “does not necessarily follow” but “depends upon some unquantified potential for subsequent criminal acts”.  However, a robust causal link does not become indirect merely because it operates over a large population statistically rather than without exception.  The Court in Ashcroft appears to be worryingly ignorant of the scientific research surveyed here.  1ST Amendment jurisprudence is in danger of wedding itself to the now-exploded myth that the content of external representations, words or pictures, does not normally have “direct” effects on behavior but only effects that are under the actor’s conscious control.


� See Iacoboni 2005; Gallese 2001, 2005; Meltzoff 2005; Hurley 2005a, b; Gordon 1995, 2005; Arbib 2002; Gallese and Goldman 1998; Rizzolatti and Arbib 1998; Williams et al 2001; Whiten and Brown 1999; Hobson and Lee 1999; Meltzoff and Gopnik 1993; Meltzoff and Decety 2003; etc.


�  Causation is regularly established in science and medicine statistically, though the cause does not guarantee the effect in particular cases:  consider the effects of drugs.


� See Brison 1998b.  She criticizes a spurious argument for giving special protection to freedom of speech, which assumes that either speech is causally inert, or, if it has harmful effects, does so only through autonomous rational processes.  As she argues, speech is not causally inert, and has harmful effects that do not operate only through autonomous rational processes.


� “Given that a background assumption of our constitutional democracy is a general principle of liberty stating that the government may justifiably interfere with individual liberties only to prevent people from harming others, if speech is harmless there is no need to give it special protection”.  Brison 1998b,  40.  See also Brison 1998a,  314-316; Schauer 1982, 63-65; 1984 1292-1293.


� Note that a response can be sensitive in nonautonomous, undeliberated ways to the content of information.   Specific contents may trigger direct, automatic responses.  If so, regulating certain contents can protect autonomy, and avoiding the regulation of certain contents can threaten autonomy.  Again, the idea of content-regulation does not line up cleanly with issues of autonomy in the way that is often presupposed in free speech jurisprudence.


� See also Brison 1998a, 327-328.  In his later article Scanlon retracts his earlier Millian principle of freedom of speech.  Its basic flaw, in his later view, was to regard autonomy as constraint on justifications for governmental interference rather than as a good to be promoted; doing so gave the audience interest in autonomy too great and constant a weight.  I do not think that the distinction between consequentialist and and deontological autonomy arguments for free speech affects the use I make of Scanlon’s points here.  Even if special protection is understood in deontological terms as a constraint, as in his older view, I am discussing the extent to which special protection can be justified in terms of autonomy to begin with.  Scanlon also distinguishes categories of interests protected by freedom of speech (speaker, audience, bystander) from categories of acts of expression or kinds of speech.  He is wary of latter:  the purposes and content of speech can be controversial, such distinctions are likely to be misapplied, and it is difficult hard to regulate one category of speech and not another and to avoid overbroad regulation.  See also Alexander and Horton 1984; Alexander 1989, 549-550, etc.


� Though Scanlon’s emphasis on subliminal perception may be misplaced; recall that that consciously as well as subliminally perceived stimuli have robust priming effects on behavior.


� Cf. the assumptions made by Alexander and Horton 1984, 1333, on mental mediation of harmful effects.


�  As things are in the US, the way the balance is struck depends critically on whether the harm in question flows from the content of speech or not.  Compare:  “[T]he possible harm to society in permitting some unprotected speech to go unpunished is outweighed by the possibility that protected speech of others may be muted….” (Broadrick v. Oklahoma, 413 U.S. at 612).  Here, third party harm is outweighed.  However, when images of child abuse are produced from actual child abuse, and the production rather than the content of the work was the target of a statute, “[T]he fact that a work contained serious literary, artistic, or other value did not excuse the harm it causes to its child participants” (Ashcroft, paraphrasing New York v. Ferber, 458 U.S. at 761).  Here, third party harm outweighs literary or artistic value.


         The scientific work summarized above provides reason to doubt that the distinction between harm flowing from the content of speech and other harm can bear this much weight, since the content of speech often has direct influence on behavior that the actor is nevertheless unaware of and does not control.  That is, the content vs. noncontent as the source of direct influence distinction does not align with the issue of whether the agent is aware of and in control of the influence.  This point emerges clearly from the psychological literature, but appears to contradict an underlying jurisprudential assumption that effects that flow from content operate through autonomous processes. 


�  Consider suicide contagion (Berkowitz 1993, 204-205), or copycat crimes.


� This argument was put to me by Larry Alexander.


� See and cf. Potter, 2003, 114.


� Projecting statistical causation onto an individual case can produce an increased probability of causing harm in that case.  Similarly, if a drug causes harmful side effects in one third of those who take it and we don’t have any differentiating information about a particular case, there will be a certain probability of the drug causing harm in the particular case.


� On standards and burdens of proof, ee and cf. Schauer 1982; Alexander and Horton 1984, 1335, 1339; Langton on Dworkin’s inconsistent assumptions about burden of proof: 1990, 341-2, 347-8; Williams’ unargued assumption of beyond reasonable doubt standard, 1981, 59.  Note that standard of proof beyond reasonable doubt in criminal law applies to proof that the accused has committed the illegal act, not to proof that the illegal act, on the assumption he has committed it, produces harm.  The harmfulness of criminal acts is judged by the legislature when they decide to make them criminal.  The normal standard governing civil liability is the preponderance of the evidence.


� However, a relevant difference is in the level of general knowledge of the risks to third parties posed by drinking as opposed to those posed by viewing violent entertainment.  


� Here I am indebted to discussions with Susan Brison; see Brison 2005.  See also Potter, 2003, p. 52, on accountability vs. influence, and ch. 13, on sharing responsibility and the need for a public health perspective.


� Thanks to Mark Greenberg for discussion of these points.






