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Making sense of animals
Susan Hurley

Abstract: We should not overintellectualize the mind. Nonhuman animals can occupy islands of practical rationality:  they can have specific, context-bound reasons for action even though they lack full conceptual abilities. Holism and the possibility of mistake are required for such reasons to be the agent's reasons, but these requirements can be met in the absence of inferential promiscuity. Empirical work with animals is used to illustrate the possibility that reasons for action could be bound to symbolic or social contexts, and connections are made to simulationist accounts of cognitive skills.

6.1. Reasons without conceptual abilities: belief vs. action
Does having reasons require conceptual abilities? If we focus on perception and belief and theoretical reasons, as opposed to intention and action and practical reasons, the answer may seem to be yes.  But I will argue that acting for reasons does not require conceptual abilities—not, at least, the full-fledged context-free conceptual abilities associated with theoretical rationality and inferential promiscuity.  I will appeal to practical reasons to argue that the space of reasons is the space of action, not the space of conceptualized inference or theorizing.
The most powerful motivation for allowing that having reasons does not require full conceptual abilities derives from practical reason rather than epistemology.   An intentional agent who lacks context-free conceptual and inferential abilities and does not conceptualize her reasons can still act for reasons that are her own, reasons from her perspective.  Her point of view may provide islands of practical rationality rather than a continuous space of reasons.  Reasons for action can be context-bound and lack conceptual generality.  I will illustrate this possibility by reference to empirical work.


This introductory section makes five preliminary points about the character of my argument, and then sketches its general structure.

First, a contrast.  Some may argue that nonconceptual content is needed to provide an epistemological grounding for perceptual and/or theoretical beliefs.  Others may deny this, and claim that nonconceptual content could not do this work in any case.  My argument is not in this territory. 
  Rather, it locates the possibility of having nonconceptual reasons in the practical sphere.

Suppose for the sake of argument that nonconceptual content is not needed for, or able to serve, epistemological purposes, and that conceptual content is needed.  This supposition would not settle the question whether reasons must be conceptualized.  It might seem to do so, if we have already overintellectualized the mind by giving epistemology priority over practical reason, by treating reasons as fundamentally reasons for belief held by epistemic subjects rather than reasons for action held by intentional agents.
  But if either have priority, reasons for action are primary and reasons for belief less fundamental.  And at any rate, reasons for action are not reasons for belief about what should be done.  If they were, it would be very difficult to understand how there could be truths about conflicting reasons for action.  Practical rationality is not theoretical rationality with practical content.
  So, even if reasons for belief must be conceptualized, it would not follow that reasons for action must be.

Second, my argument is framed not in terms of conceptual content but rather in terms of conceptual abilities, which are less abstract and contentious and more operational than conceptual content. 
   Whatever conceptual content is, it provides conceptual abilities.   If information that an object has a property is conceptualized, it satisfies a generality constraint: it has a fine-grained intrapropositional structure that enables the subject to decompose and recombine its elements promiscuously and transfer them to other contexts, and to generalize and make quantificationally structured inferences that depend on such context-free decompositional structure (for a useful discussion see Segal 1996, 148).  My concern here is with the fine-grained and general or context-free character of conceptual abilities rather than with the structure of whatever representations may underwrite such abilities.  Conceptual reasoning abilities are governed by correspondingly fine-grained normative constraints, and are not context-bound but transfer systematically to states of affairs removed from the subject’s immediate environment and needs.


Third, when I argue for the possibility of having nonconceptual reasons for action, I intend to be arguing that such reasons can correctly be attributed to the intentional agents in question.   They can be the agent’s own reasons, reasons at the personal or animal level. The personal level is distinguished from the subpersonal level in terms of the holism and normativity of the personal level. We can interpret or make sense of action at the personal level, folk psychologically, in terms of holistically related and normatively constrained mental states. Or we can describe and explain an action at the subpersonal level, in purely causal, structural or functional or neural mechanism terms. When we do the former, we can correctly attribute reasons to persons as their reasons for acting. I suggest that we can similarly distinguish, in terms of holism and normativity, an animal from a subanimal level, even if animals lack conceptual abilities—the way animals can be made sense of from the way animals are made. Often we can make patchy sense of animal action at the animal level and correctly attribute reasons for acting to animals, even if these reasons are bound to certain contexts. The animal level emerges as an archipelago from the sea of causes.
It may seem plausible to give the having of reasons links in two directions (see e.g. Brewer 1999, 49, 54, 56, 77, 82, 150-52).  First, having reasons can be linked with the personal or animal level and the agent’s perspective:  reasons make whatever they are reasons for appropriate from the perspective of the agent in question.  Second, having reasons can be linked with making general inferences from conceptually structured premises to conceptually structured conclusions, hence with conceptual abilities.  But these two links pull against one another; we should thus distinguish thinner and richer senses of ‘having reasons’.  For example, one way of making these links explicit would be to claim that having a perspective as an agent requires having reasons, and that having reasons requires conceptual abilities and inferential promiscuity.  I urge that this involves an equivocation between thinner and richer senses of ‘having reasons’, since having a perspective as an agent does not require conceptual abilities and inferential promiscuity (even if the reverse requirement does hold).

It may still be objected that while there may be reasons to act that an agent has not conceptualized, these cannot be the agent’s own reasons, reasons for the agent, at the personal or animal level (see and cf. Dennett 1996, ch. 5, 6).  I disagree.  I understand reasons for action at the personal or animal level in terms of the requirements of holism and of normativity.  Perceptual information leads to no invariant response, but explains action only in the context set by intentions and the constraints of at least primitive forms of practical rationality.  Perceptions and intentions combine to make certain actions reasonable and appropriate from the animal’s perspective.  Means and end can decouple:  an intentional agent can try, err, and try again, can try various different means to achieve the same end.  The holism of intentional agency provides a minimal, coarse kind of recombinant structure:  an intentional agent has the ability to combine a given intention with different perceptions, given ends with different means.   Moreover, intentional agency is not merely a complex pattern of dispositions.  It essentially involves normative constraints, relative to which mistakes make sense; actions can be inconsistent or instrumentally irrational.


These ideas of holism and normativity are familiar from the writings of Davidson, Dennett and others, though they are here applied primarily to perceptions and motor intentions rather than beliefs and desires.  Moreover, they are here detached from the requirement that the creatures in question have conceptual abilities or are themselves interpreters of other minds (cf. Davidson 2001, 105).  Full-fledged conceptual abilities are not required for the conditions of holism and normativity to be met.  The coarse recombinant structure provided by the holism of intentional agency falls well short of the fine-grained structure and context-free inferential promiscuity of conceptual abilities, as I explain further below.   Holism and normativity characterize the personal or animal level, at which it is correct to regard an agent as acting for reasons that are his own. Of course, acting for a reason, rather than merely in the presence of or in agreement with a reason, requires the reason to cause the action ‘in the right way’, not deviantly.  But this demand must be also met in the presence of fine-grained, context-free, inferentially promiscuous conceptual abilities.

Thus, the weight of my claim that nonconceptual reasons can be reasons for animals, at the animal level, rests on the claim that the holism and normativity of intentional agency can be present in animals who lack full-fledged conceptual abilities.

Fourth, consciousness of reasons is not a requirement of having reasons at the animal or personal level; issues of consciousness are set aside in this discussion.   An unconscious reason for acting can nevertheless be the agent’s own reason, in virtue of holism and normativity.  I hold that conscious information must be available to the agent as a reason for acting, but not that information that serves as an agent’s reason for acting must be conscious (see Hurley 1998, ch. 4). For example, in Freudian cases, or cases of self-deception, the partitioning of an agent into subsystems can be driven by normative constraints of consistency.  Even if some such subsystems are subconscious, they can still count as at the personal level.  By contrast, I understand the subpersonal level as the level of causal/functional description to which normative constraints and reasons are not relevant.  Why require consciousness of reasons at the animal level if not at the personal level?


Nevertheless, points closely related to those made here are elsewhere applied to what I call perspectival self-consciousness.
 Part of what it is to be in conscious states, including perceptual states, is to have a unified perspective, from which what you perceive depends systematically on what you do and vice versa, and such that you keep track, at the personal level, of this interdependence of perception and action. When I intentionally turn my head to the right, I expect the stationary object in front of me to swing toward the left of my visual field.  If I intentionally turn my head and the object remains in the same place in my visual field, I perceive the object as moving.  If my eye muscles are paralyzed and I try to move them but fail, the world around me, surprisingly, appears to move.  Such perspectival self-consciousness is an essential aspect of perception, and it essentially involves ordinary motor agency as well as perception.  Motor intentions are as important as perceptual experience to making a self-world distinction and a mind-independent world available to an agent.  Many current views of perception as active emphasize the dynamic role of the agent’s motor intentions and actions, as well as attention, in controlling his experience.  Our understanding of the world as distinct from and independent of the self is most deeply grounded in environmental recalcitrance in the face of our rational efforts at motor control.  Control just is the maintenance of a target value by endogenous adjustments for exogenous disturbances.

Perspectival self-consciousness can be conceptual, but does not have to be. As an animal moves through its environment, its intentional motor actions dynamically control its perceptual experience against exogenous environmental disturbances, simultaneously with its perceptions providing reasons for action.  It can keep track of contingencies between its perceptions and motor intentions, in a practically if not theoretically rational way.  In doing so it can use information about itself and its environment more or less intelligently, to meet its needs.  Such a perspective is correctly described at the animal level, though of course there may be interesting things to say about how it is enabled at the subanimal level.
 But it doesn't follow that the animal has a general concept of itself or its conscious states or of the self, or the ability to reason theoretically or systematically about aspects of self and environment in a variety of ways detachable from specific contexts and needs.  It may not be able to generalize from self to others.  Its perspectival uses of information about itself may be context-bound.

Fifth, following and generalizing views of Millikan and Dennett, I am wary of projecting properties or structures between the subpersonal  (subanimal) and the personal (animal) levels of description (see Hurley 1998).  For personal level descriptions really to apply does not require that an inter-level isomorphism requirement be met; the subpersonal architecture that explains and enables thought need not be isomorphic to the structure of thought.  From failure of such isomorphism we cannot infer the absence of true thought or a defeat for realism about thought.
  I don’t accept an inter-level isomorphism requirement either for persons or for animals, either in the presence or absence of conceptual abilities.  Personal or animal level descriptions may not map tidily onto descriptions of subpersonal functions or neural mechanisms mechanisms; different vocabularies may be needed. Interpretation is not neuroscience, and the scientific experimental study of animal behavior can but need not involve neuroscience.  We can simply be interested in both personal level folk psychology and subpersonal level functions and mechanisms. I’m deeply compatibilist here. There’s no need to see these levels of description as in competition rather than as peacefully co-existing, going about their different business. That’s how we normally do regard them, and we’re right to.

The science of animal minds can and does proceed at both the animal and subanimal levels. Good science does not require isomorphism between interpretation and architecture. The embodied, situated brain is nothing if not a complex dynamic system, and such systems give rise to patterns of macrobehavior that are not isomorphic with underlying microchanges of variables and parameters:  there can be discontinuities at one level and continuities at the other  (Elman et al. 1996; Kelso 1995; Brooks 1999). Animal behavior and its psychological interpretation can be studied scientifically and experimentally without necessarily becoming the study of the architecture of animal brains (see Tomasello and Call 1997, 351, quoted above note 19), though of course it is often illuminating to bring neuroscience and behavioral results together. However, if the architecture of real neural networks turns out to be that of a reliable but interpretatively inscrutable bowl of spaghetti, that in itself would be no threat to rationality. Look-up table worries are overwrought, biologically irrelevant, and anyway don’t generalize to inscrutable spaghetti.

This means that we can endorse realism and externalism at both the personal and subpersonal levels.  We needn’t accept the alignment of concerns about internal architecture with realism about minds, on the one hand, and interpretivism with pragmatism, on the other hand.
 To be real, rationality needn’t be internally contained or independent of external or practical or social considerations.  Nor does the interpreter-dependence of concepts per se unfit them for application to animals.  Perhaps interpretation says as much about us as it does about the world--those whose behavior we interpret; but if so, this holds for the interpretation of people as much as animals. Similarly, while interpretative facts are facts about how our framework applies to their behavioral features, so are lots of creditable facts. I suspect it may be difficult to say things about the world without also saying things about ourselves or our framework of concepts. That doesn’t mean we’re not saying things about the world. 

Thoroughgoing externalism at both levels, about intentional content, qualities of consciousness, agents’ reasons for action, and vehicles of content, makes it easier to combine realism and interpretivism. If minds aren’t necessarily confined to the head, then investigating minds externally as well as internally implies no lack of realism about minds; facts about minds can essentially include external facts. Connections to natural and social environments, as well as internal wiring, can be essential to the causal powers of minds themselves. This is true at both the personal and subpersonal levels, at both the level of content and the level of vehicles of content; minds can leak into the world at both levels of description. Though they do different jobs, neither level is privileged with respect to reality. A slogan could sum this up:  realism at the personal level as well as the subpersonal; externalism at the subpersonal level as well as the personal.

The isomorphism requirement suggests that the constraints identifying rationality are to be found at the level of architecture.  By contrast, the arguments below focus on interpretation rather than architecture, the animal rather than the subanimal level.  I consider questions of rationality to be about capacities and their correct interpretation at the animal level, rather than about internal subanimal-level architecture, and am concerned with flexibility at the level of behavioral capacities rather than at the level of architecture.
  I try below to characterize rational capacities at the animal level rather than whatever subanimal-level processes or mechanisms may reliably enable those capacities, though make some comments about architecture in passing. Thinking about mechanisms and processes can help to understand how it is possible for certain capacities to become dissociated, in particular, the capacity for intentional agency from conceptual abilities. That is the point of the discussion below of feedback, simulation, and other useful architectural tricks. Different architectures may enable rationality in human beings and other animals; rationality can be multiply realized, both functionally and neurally.

Focussing on interpretation rather than architecture implies no dismissal of the philosophical interest of issues about the architecture of minds at a sub-interpretative level or interlevel relations. There are philosophically interesting things to say about interlevel relations even if an interlevel isomorphism requirement is rejected.
 


The argument that follows falls into five main parts.  First, the holism of intentional agency and its relationship to conceptual abilities will be characterized.  Second, the normativity of intentional agency will be considered.  Third, empirical work will be examined to illustrate the possibility that intentional agents can have context-bound reasons for acting.  Fourth, I will explain how my argument shares ground with recent work in simulation theory, in locating the possibility of having nonconceptualized reasons in the practical sphere.  Finally, I will ask:  what is the point of making sense of animals?  
6.2. Degrees of generality: holism vs. inferential promiscuity

Intentional agency--something that many animals have and plants lack—occupies a normative middle ground between a mere stimulus-response system and full context-free conceptual abilities (Hurley 1998, ch. 4).  An intentional agent can act intentionally, for reasons that are her own reasons.  Intentional agency involves a familiar kind of holism:  relations between stimuli and responses are not invariant.  Rather, actions depend holistically on normatively constrained relationships between intentions and perceptions, between ends and means.  A given intention or end will yield different actions given different perceptions about means/ends contingencies, and vice versa.

In what follows ‘holism’ is used in a familiar Davidsonian sense; beliefs and desires combine and recombine flexibly in making sense of actions. Such holism is a specific kind or aspect of flexible generality, as are domain-freedom and flexibility that extends across ends and means.  ‘Flexible generality’ is used here as a generic term admitting differences of degree and of specific kind. It can be illustrated in various ways. There are degrees of flexible generality, in abilities to use information, abilities to use behavioural techniques, and so on.  Moreover, since flexible generality is multidimensional, rationality may be best viewed for certain purposes in disaggregated terms rather than as unified. In particular, it is useful to focus on specific capacities and the degree to we share them with other animals; in this way rationality can be disaggregated into island-like capacities, bound to specific contexts. An interest in whether animals are rational agents does not require that rationality has a deep unity or that all its aspects can be compared on some one spectrum; it is an interest in various specific ways in which the capacities of animals may be continuous as well as discontinuous with our own.

The holism of intentional agency is located in a space that can be further articulated, into various types and degrees of flexibility and generality. A recurring theme of work on animal cognition has been the importance of escaping from a crude dichotomy between an inflexible, rigidly context-bound stimulus-response system, on the one hand, and full-fledged conceptual, inferential, and mind-reading abilities, on the other.  Various finer distinctions between locations in the space of flexible generality can usefully be drawn.
  In this section I will sketch parts of this space, and focus in particular on the difference in level of flexible generality between the holism of intentional agency and the inferential promiscuity of conceptual abilities.

Start with a classically conditioned response, such as salivating in, or approaching, the place where food is normally delivered.  Food induces salivation; a certain place is associated with food; so that place comes to induce salivation.  An animal doesn’t salivate in that place in order to get food; salivation is not a means to the end of getting food.  Classically conditioned responses are insensitive to ‘omission schedules’: if salivating causes food to be omitted, the animal will salivate anyway; if approaching the place where food has normally been delivered causes food to be omitted, the animal with nevertheless go on approaching.  Thus classical responses, such as salivation and food approach, are not counterfactually sensitive to changes in information about the ends/means contingencies the animal faces.  In this respect they are inflexible.  Nevertheless, such responses may be sensitive to changes in ends, or in the values of outcomes:  if food is devalued by association with nausea or by satiation, food approach in rats will decline.
   Flexibility is not all or nothing.

According to Heyes and Dickinson (1993), responses that are not counterfactually sensitive to changes in information about ends/means contingencies are not intentional actions.  Intentional action requires counterfactual sensitivity both to ends or goals (or desires) and to instrumental information (or beliefs) about whether the action conduces to the end in question, and requires that these interact rationally to produce the intention to act.  While approach to a food delivery area does not meet these conditions in rats, lever pressing to obtain food does, they argue.  Rats reduce lever pressing when contingencies change so that it is no longer instrumental for obtaining food, even though they do not reduce approach behavior.  So lever pressing is sensitive to changes in information about means-ends contingencies.

However, lever pressing is, strangely, less immediately sensitive to changes in ends than is approach behavior.  When sugar is devalued by association with nausea, approach behavior declines at once, but lever pressing does not decline until the rats have had been reexposed to the devalued food, after the devaluation but before testing.  Only then does lever pressing decline in accord with the devaluation of sugar.  So-called ‘incentive learning’ is needed before instrumental action, lever pressing, is affected by the devaluation of a previous goal, even though as measured by the immediate decline in approach behavior, the rats already knew about the devaluation.   They have to be reminded that they no longer like sugar, before they stop pressing, even though they already knew it, in some sense.
 Classical and instrumental behavior can thus appear to access different knowledge bases
.  Approach behavior responds at once to the devaluation of an end, but does not respond to a change in means/end contingency, while lever pressing does not respond to the devaluation of an end until after further incentive learning, and does respond to a change in means/end contingency.  Again, flexibility is not all or nothing

The middle ground of intentional agency can be characterized in terms of flexible, holistic relations between ends and means.
  As Tomasello and Call explain, an intentional agent distinguishes ends from means, recognizes that there can be different means to the same end, that the same behavior can be a means to different ends, that the same behavior can be an end or a means.  Ends and means articulate, come apart, recombine; intentional action results from the relations between them.   Understanding an action as intentional involves understanding the more or less rational interaction between the agent’s ends and his perceptions of means/ends contingencies in producing his action, so that given movements are not always followed by the same results.   Intentional action is flexibly adjusted in various circumstances in the ways needed to bring about the agent’s goal (1997, 10, 318, etc). 

The holistic flexibility of intentional agency contributes a degree of generality to the agent’s skills:  a given means can be transferred to a novel end, or a novel means adopted toward a given end.  The end or goal functions as an intervening variable that organizes varying inputs and outputs and allows a degree of transfer across contexts.
  As a result, understanding another organism as an intentional agent permits transfer or generalization from a specific circumstance/behavior contingency to others:  if she has ends that call for deception, she may be expected not only to give leopard alarm calls when there are no leopards, but also to give eagle alarm calls when there are no eagles.
  However, Tomasello (1999) argues that being an intentional agent, whose ends and means are related in holistically flexible and transferable ways, does not entail that you can understand others as intentional agents:  the additional momentous step of identifying with others is also needed for this.   He regards chimps as intentional agents who cannot--except possibly for enculturated chimps--take this further step of identification with others (see also Tomasello and Call 1997, ch. 11-13; cf. Davidson 2001, 105). 

But again, flexibility and generality are not all or nothing.  Tomasello and Call emphasize that flexibility and generality are inherent in cognitive adaptations, but can vary in nature and degree and can be confined to a specific domain or function.
  This point is illustrated by their claim that being an intentional agent, which entails a degree of flexible generality and transferability, of ends and means across contexts, does not entail being able to understand others as intentional agents, which entails an additional degree of flexible generality and transferability, across perspectives (Tomasello and Call 1997, 190, ch. 12-13).  Similarly, being an intentional agent does not entail being an epistemic subject, with the further abilities to distance oneself from one’s current perceptions and entertain the possibility that they are misleading.
  An agent could understand that a certain behavior is not a good means to her ends in light of her perceptions without understanding more specifically that her perceptions are not a good guide to the way things are.   Putting these two points together, it may be possible to understand others as intentional agents but not as epistemic subjects, whose beliefs can differ from one’s own or be false.

For present purposes, the most telling application of the point that flexible generality is not all or nothing does not contrast intentional agency with epistemic or mind-reading abilities.  Rather, it focuses on the way the flexible generality involved in intentional agency itself can be limited to specific domains or functions (see Tomasello and Call 1997, 179).  An intentional agent’s reasons for action can be bound to specific contexts and not generalize; there can be islands of practical rationality.  For example, a primate could have reasons in social contexts that she cannot generalize to nonsocial but logically similar contexts.  Suppose a monkey observes that conspecific A is dominant over B and that B is dominant over C and, never having observed A and C together, registers that A is dominant over C, and is able to use this information in instrumentally appropriate ways in relation to various goals.  Nevertheless, she might be unable to generalize the ability to make transitive inferences to foraging contexts, such as:  tree A has more fruit than tree B, which has more than tree C, so tree A has more fruit than tree C.
 Evolution might have conferred the ability to make transitive inferences in the social context, if it was most valuable there, without conferring the conceptual abilities needed to transfer it readily to other contexts.
  This empirical possibility (I do not need to claim it is more than a possibility) illustrates how holistic means/ends flexibility might obtain without conceptual flexibility.

The relatively coarse ends/means structure of intentional agency contrasts with the finer structure of conceptual abilities.  Practical knowledge of how to do things can be implicit in procedures that are tied to a specific practical context or function, even if they show a degree of flexibility within that context.
   By contrast, a creature with conceptual abilities can decompose, transfer and recombine the conceptualized intrapropositional elements of information, and thus can recognize fine-grained inferential structures, such as that involved in transitive inferences, that are common to quite different contexts.  The exercise of such recombinant conceptual abilities liberates reasons to operate across contexts; conceptual abilities underwrite inferential promiscuity.

This section has contrasted the degree and kind of flexible generality involved in the holism of intentional agency and in the inferential promiscuity of conceptual abilities.  Holism is required for correct attribution of reasons for action to an intentional agent, as his own reasons.  But this condition can be met even if the agent lacks conceptual abilities.

6.3. A quibble: are conceptual abilities themselves a matter of degree?

The previous section employed a familiar conception of conceptual abilities as involving context-free recombinant skills and inferential promiscuity.  But it may be objected that since flexibility and generality can differ in kind and degree, so can conceptual abilities.  As a result, there would be no sharp distinction between nonconceptual and conceptual abilities, and conceptual abilities may themselves be context-bound to some degree. 
  The holism of intentional agency involves a degree of flexible generality, even if of a relatively coarse kind that can be context-bound. So, if an animal is an intentional agent and can act for reasons, it has at least rudimentary conceptual abilities.

But this quibble is not really an objection to the substance of my position so much as a notational preference.  There is not a precise and agreed definition of conceptual abilities across philosophy and psychology, or even within them, that rules this notational preference in or out.  I could adopt this notational variant, and recast the substance of what I’ve been saying in these terms.  My notion has been as follows:  Flexibility and generality come in different kinds and degrees, and can be present in intentional agency even when they are context-bound.  By contrast, conceptual abilities are not context-bound.  Thus a creature without conceptual abilities can have reasons for action.   An alternative notation would be as follows:  Conceptual abilities come in different kinds and degrees, and can be present in intentional agency even when even to some extent context-bound. By contrast, full conceptual abilities are not context-bound.  Thus a creature without full conceptual abilities can have reasons for action. 

On the one hand, acting for a reason does not require the ability to infer everything that follows from it.   Not even we human beings can do that, and we are paradigmatic possessors of conceptual abilities and conceptualized reasons.  On the other hand, it is not plausible to claim that a creature can act for a reason in a particular case, without being able to generalize the reason in any way.
  The nonhuman agents discussed below appear to operate on islands of practical rationality, rather than in a continuous space of reasons. Thus, a middle ground is attractive, according to which acting for a reason requires some degree of ability to generalize one’s reason, even if it is limited to certain contexts.   The quibble describes this middle ground in terms of rudimentary rather than full conceptual abilities, while I describe it in terms of intentional agency without conceptual abilities.  My substantive position has no deep stake in one notation as opposed to the other.
But doesn’t my notation presuppose too exalted a conception of conceptual abilities (see Noë 2002)?  After all, human beings, those paradigmatic possessors of conceptual abilities, arguably display context-bound rationality.  For example, it has been claimed human beings are able to detect violations of conditional rules far more reliably when these constitute cheating on social contracts than in many other contexts, even if the rule violations are formally equivalent.
   Wouldn’t my notation force us to say that human beings therefore lack conceptual abilities?

No.  We can instead say that human conceptual abilities are not always exercised. In the case of human beings, unlike other animals, we can have linguistic evidence that conceptual abilities are present, even if not exercised in a particular case.  Indeed, the point may be stronger than this:  linguistic abilities may be the basis of conceptual abilities
, and so provide a basis for saying that conceptual abilities are present even when not exercised.


So the argument will proceed using my preferred notation, but with the understanding that its substance could be recast in the alternative notation.  The substantive point is that acting for a reason requires the flexible generality implied by the holism of intentional agency, but not the context-free recombinant skill and inferential promiscuity that my notation associates with conceptual abilities and the alternative notation associates with full conceptual abilities.  In my notation, the result is that animals who lack conceptual abilities can act for reasons; in the alternative notation, the result is that animals who lack full conceptual abilities can act for reasons.

6.4. Normativity and the possibility of mistake
I’ve argued that an intentional agent who lacks conceptual abilities can nevertheless have reasons for acting that are his own reasons, if the conditions of holism and normativity are met.  I’ll have rather less to say here about normativity than I did about holism.

In the sense relevant here, the sense required for intentional agency, the normativity of reasons for acting at the personal or animal level requires that the possibility of mistake be established.  And this requires that there is a difference between the agent’s making a mistake in acting for one reason and his acting for a different reason, a difference between his making a mistake in following one rule and his following a different rule.  Ultimately, what is required is a solution to, or dissolution of, Kripke’s (1982) version of the rule-following problem, applied to intentional agency.  Rule-following issues are deep issues for everyone, and arise for creatures with full-fledged conceptual abilities as well as for mere intentional agents.   The correct solution to, or dissolution of, the problem is controversial (though I believe that externalism is required in response).  At any rate, it is not obvious that the issue is any more tractable for subjects with full-fledged conceptual and theoretical abilities than for mere intentional agents with practical abilities.

I’ll explain why I think that intentional agents who lack conceptual abilities can nonetheless make mistakes, thus that the normativity condition for attributing reasons for actions to such agents can be met.   But I admit that the case for this is less than conclusive, pending a fully satisfactory resolution of rule-following issues.

What is the relationship between holism and normativity?  It is arguable that normativity and the possibility of mistake require a kind of generality, an ability to go on in the same way, to follow a general rule flexibly in various cases (see and cf. Bennett 1964).  Reasons are inherently general; a mistake in a particular case is a mistake against a background provided by the general rule one is trying to follow.  However, as argued above, both the holism of intentional agency and the inferential promiscuity of conceptual abilities involve flexible generality, though to different degrees.  I don’t see why normativity should require the more flexible, finer grained generality of conceptual abilities and inferential promiscuity, as opposed to the lesser degree of flexible generality involved in the mere holism of intentional agency.

However, even if holism can satisfy normativity’s requirement of generality, holism does not entail normativity.  Consider control systems.  Tomasello and Call invoke a control system view of intentional action, as involving a goal or end, perception of the current situation and its relation to the goal, and flexible choice of behavioral means to the goal that is sensitive to differences in the current situation and its relation to the goal (1997, 10, 318, etc.).  But a thermostat is a simple negative feedback control system, which adapts its output by reference to comparisons between a variable target or goal and variable current input, where current input is the joint result of independent environmental changes and feedback from its own output.  It exercises control, which involves a simple holism: in different circumstances different outputs may be instrumental to achieving the same target, and the same output may be instrumental to achieving different targets.  A thermostat exercises such control in virtue of having certain holistically characterizable, dynamic dispositions.  But such dispositions alone, without further context, surely do not underwrite normativity.  They do not give a sense to the claim that the thermostat has made a mistake:  that it is mistaken in its pursuit of one target, as opposed to that it is simply pursuing a different target.

So the holism of simple control does not suffice for the possibility of mistake or for normativity--or for the thermostat to be acting for reasons.  But consider next how simple control can be enhanced, both internally and externally.  It can be made more complex in various ways, and it can be embedded in teleological contexts that provide functions.  Both kinds of enhancement help to understand how the normativity of intentional agency can emerge from simple control, even in the absence of conceptual abilities.

Consider some ways in which simple control can be made more complex, increasing further the flexible generality of the system, yet without going all the way to inferential promiscuity.  Real time feedback is slow; a ‘forward model’ that predicts feedback can be trained up using real time feedback and then used to provide a control system with simulated feedback to speed up controlled performance.  In effect, a copy of the system’s output can be taken off line and used to predict the resulting input, so as more smoothly to prepare any needed adjustments in output.  Inputs can also be simulated off line, so that the system can produce simulated alternative outputs for various counterfactual conditions, which could enable assessment of the instrumental value of alternatives, deliberation and planning.  Such simulations of control could also be projected to the perspectives of other agents, enabling mind reading and more flexible predictions and control of the behavior of others, across a wider range of circumstances than is provided by circumstance/behavior contingencies that must be learned in each specific context.
  A control system’s target can be multimodal or otherwise complex, and may require trade-offs between the achievement of different elements of the target.
  Such trade-offs can be controlled by another linked control system with its own target.  So one control system can be used to determine the goal of another control system, giving rise to a hierarchy of control.  But the reins of control may also be tangled and heterarchical, with no consistent hierarchy.   There need be no transfer of tricks from one specific practical domain to others, as in the example of transitive inference above; even sophisticated forms of control can be context-bound.
  Nevertheless, as control becomes more complex and less transparent, properties of self-organization may emerge in the overall system (see Kelso 1995).  Complex dynamic systems may be theoretically and nomologically opaque in ways that favor process-driven simulation over conceptualized theorizing as a mode of prediction and control of such systems.

Notice that forward models used to simulate and predict can make erroneous predictions—can make ‘mistakes’ that should prompt the system to default to real feedback for control functions and in order to retune its forward models.  However, such ‘mistakes’ are local, technical glitches, not of global significance for the whole system.  That is, to function effectively, the system doesn’t need to monitor whether it is using simulated or real feedback for control functions, so long as its local switching and tuning devices operate smoothly.   Such low level simulation supports a local sense of ‘mistake’, but not normativity and the possibility of mistake at the level of the whole system, whether animal or person. 
 

Does system-level normativity emerge as forms of control and simulation become more complex and flexible, or do we just get more complex and inscrutable patterns of dispositions? Perhaps such increases in a system’s internal complexity and flexibility are necessary for the possibility of animal-level mistake, but not in themselves sufficient.  However, note that such complex forms of control and simulation are likely to be found in living bodies that are embedded in environments and histories, which provide a teleological context.  The way teleological context can underwrite the possibility of mistake is familiar from teleological accounts of content; evolutionary processes provide functions that allow a gap to open between what a system actually or usually does, and what it is supposed to do (Millikan 1984).

Cultural teleological context supplies a richer kind of normativity than does biological teleological context.  The onset of culture and cultural evolution marks an important discontinuity between human and animal minds, a discontinuity probably related to the onset of conceptual and mind-reading abilities. But I am looking here for continuities that reach across these differences. 

I suggest that teleological external resources, as well as internal resources, are needed to understand how animals can make mistakes.  On my externalist view of reasons (which also applies to human persons), for reasons to be an agent’s reasons requires the possibility of mistake, and the possibility of mistake requires not just a system with some degree of internal complexity and flexibility, but also exogenous constraints.
  What makes an act the wrong means to one end, rather than the right means to a different end, is not solely internal to the agent whose act it, but is also a matter of the agent’s relations to his environment.  Nevertheless, the reasons for which the agent acts can be his own reasons.  An agent’s own reasons are in part externally constituted.

Is the combination of relatively complex and flexible forms of control with teleological context enough to make the kind of mistake required for intentional agency possible--enough for there to be a difference between an act’s being the wrong means to one end and its being the right means to a different end?  I’m inclined to say yes.  Normativity admits of different kinds and levels and degrees.  But the kind of mistake possible for a relatively complex and flexible, teleologically embedded system seems to me adequate to meet the normativity condition for correctly attributing practical reasons to an intentional agent, even in the absence of conceptual abilities.

This combination may not suffice for the agent consciously to act for one reason rather than another, but consciousness is not what I’m talking about here.  As indicated earlier, a reason can be the agent’s reason for acting, a reason at the personal or animal level, even if it is not his conscious reason for acting.  And appealing to qualities of consciousness does not resolve issues about the normativity of rule-following in any case, as Kripke famously explained.

If someone wants to deny that the possibility of mistake for intentional agents can be established in this way, I don’t have a knockdown argument.  But I also don’t see how conceptual abilities and inferential promiscuity do any more to show how mistakes are possible (as opposed to presupposing this).  After all, the most compelling statement we have of the difficulty of solving the normativity issue, in Kripke’s account of the rule-following problem, applies to persons with conceptual and inferential and even linguistic abilities. If an agent with conceptual abilities makes a transitive inference in a social context but fails to do so in a non-social context, has he made a mistake in following the transitivity rule, or is he just following a different rule--the ‘stransitivity rule’, which requires transitive inferences in social contexts but not in others?  Despite the greater flexible generality of conceptual abilities and inferential promiscuity, resolving such issues requires constitutive external constraints, substantive as well as formal, on the eligibility of contents and patterns of content.  If externalism about reasons is a threat to the sense in which reasons are the agent’s own reasons, it is no less a threat when the agent has conceptual abilities.


So, with or without conceptual abilities, normativity and the possibility of mistake are required for an agent to act for reasons that are his own reasons.  According to externalism about reasons, an intentional agent’s reasons can be his own reasons, even though the possibility of mistake this requires depends on exogenous constraints provided by relations to the agent’s environment, as well as a degree of internal complexity and flexibility.  Such external constraints are part of what it is for an agent’s reasons to be his own.  I suggest that such internal and external enhancements to simple control make mistake in the sense required for intentional agency possible, even in the absence of conceptual abilities.  And at least they leave the possibility of mistake no less problematic than it is for creatures with conceptual abilities. 

6.5. Illustrations of context-bound reasons for action: symbolic context


So far I have been defending, at a fairly abstract level, the claim that the conditions required for an agent’s reasons for action to be his own reasons, holism and normativity, can be met for creatures who lack conceptual abilities.  Consider now some concrete illustrations of how an intentional agent’s reasons for action might be context-bound, beginning with symbolic contexts.


Sarah Boysen’s chimp Sheba arguably displays an island of instrumental rationality that does not generalize.  Sheba was allowed to indicate either of two dishes of candies, one containing more than the other.  The rule was:  the candies in whichever dish Sheba indicated went to another chimp, and Sheba got the candies in the other dish.   Sheba persisted in indicating the dish containing more candies at a rate well above chance, even though this resulted in her getting fewer candies.  Boysen next substituted numerals in the dishes for actual candies.  She had previously taught Sheba to recognize and use the numerals ‘1’ through ‘4’.  “Without further training, Sheba immediately invoked the optimal selection rule”, that is, she began to choose the smaller numeral at a rate well above chance, thereby acquiring the correspondingly larger number of candies for herself (Boysen et al 1999, 229).  The substitution of numerals seemed to make instrumental reasons for action available to her, as they seemed not to be when she was faced directly by the candies.  When the numerals were again replaced by candies, Sheba reverted to choosing the larger number.


On one interpretation, the candy task is similar to an omission schedule, to which classical performance such as food approach is insensitive.  Perhaps indicating food is like approaching food, so that even if indicating food causes the animal not to get it, or to get less of it, she would still do it.  However, when numerals are substituted, instrumental rationality, which is sensitive to omission schedules, becomes operative.  However, the difference here is not in the bodily action, as in food approach vs. level pressing, but in the context of action:  gesturing toward food vs. toward symbols, numerals.   The symbolic context appears to have provided a scaffolding that made instrumental reasons available to Sheba, but these reasons were bound to the context the symbols provided.


Boysen comments on how these results hint at the “explosive impact” that symbols may have had in overcoming the behavioral limitations of our hominid ancestors (in Russon et al 1996, 187).  Comparison of other work by her group with earlier work by Premack also suggests the role of a symbolic environment in overcoming cognitive limitations (Thompson et al 1997).  With “dogged training” of language-naïve chimps, Premack had eventually been able to find some evidence of ability to perform match-to-sample tasks for identity and difference relations.  Shown AA, Premack’s chimps were rewarded for choosing BB rather than EF; shown CD, they were rewarded for choosing EF rather than BB, and so on.  By contrast, Boysen’s group got immediate success with chimps who had been trained to use tokens for same and different (though they’d had no experience with linguistic strings or language training per se).  Shown AA, Boysen’s chimps were rewarded for choosing a heart token (for same); shown CD, they were rewarded for choosing a diagonal token (for different), and so on.    When these chimps were transferred to the match-to-sample task for identity and difference, with no explicit training or differential reinforcement of correct responses, they were immediately well above chance. 


However, Boysen also compares the candy/numeral results to results with children in Russell’s windows task (Boysen 1996, 184-186).  This comparison suggests what may seem a rival interpretation of the candy/numeral results, in terms of an executive function deficit, or inability to inhibit certain responses, as opposed to context-bound rationality.


In the windows task training phase, the child points to either of two closed boxes, one of which contains chocolate.  The experimenter opens the box pointed to, and if there is chocolate in the box, the experimenter gets it.  If there is no chocolate in the box pointed to, then the child gets chocolate from the other of the boxes.  In the testing phase, the boxes are given clear windows, so that only the child can see which box contains chocolate.  Will the child then employ strategic deception and point to the empty box, in order to get the chocolate from the other box?


Russell et al (1991) found that children under 3 years and autistic children continued pointing to the baited box throughout the testing period.  They suggest that executive rather than mind-reading limitations are at the root of the difficulties 3 year olds and autistic children have with the windows task (and possibly with false belief tasks more generally).  Success at the windows task would require them to inhibit a gesture toward a salient object, and this is what they have trouble with.  They fail even at a modified version of the windows task in which there is no opponent to deceive and hence no mind-reading demand, only an inhibition demand (Russell et al 1994).
 More recently, Hala and Russell (2001) found that giving 3 year olds an ally, or asking them to indicate a box using a pointer arrow on a dial rather than their finger, improved their performance on the windows task, though not from the first trial.  They suggest that both an ally
 and the artificial pointing device provide symbolic distance between ends and means, and they cite Boysen’s work on the way symbols can enable cognitive performance (134-136).


Two questions are relevant here:  (1) Is the difference between failure (in the original version) and success (in the ally and artificial pointer conditions) on the windows task better interpreted in terms of inability to inhibit certain noninstrumental responses as opposed to scaffolding of rationality by symbolic context?  (2) Is the difference between failure with candies and success with numerals better interpreted in terms of inability to inhibit or scaffolding by symbolic context?


The answer to (1) is unclear, as work to date does not clearly discriminate between the inhibition and scaffolding accounts.   Russell et al originally contrasted a failure-of-executive-function account with a mind-reading account, but in the more recent work the executive function account blurs into the symbolic distance account.   In theory, inhibition is negative and removes interference, thereby revealing underlying instrumental reasons, while scaffolding is positive, and makes instrumental reasons available.  But in practice the difference may not be clear.  It is not clear whether the ally and pointer contexts that provide symbolic distance make instrumental reasons available to the 3 year olds, or whether these contexts permit the children to inhibit a conflicting noninstrumental response.  They do not ‘inhibit’ from the first trial in the ally and pointer conditions, at any rate, and children seemed not to have learned the rule from previous training (Hala and Russell, 2001).  Unfortunately, children who failed in the original windows task were not asked to explain their responses (Russell et al 1991, 339).


On (2), there is additional relevant evidence.  In a later variant of the candy experiment (Boysen et al 1999), mixed candy/numeral choice pairs were used in addition to candy/candy and numeral/numeral pairs, with a group of chimps.  Again, with unmixed choice pairs, the chimps did not learn to choose the smaller group of candies in order to get the larger group, but numerals got immediate success.  However, three of the chimps were as successful with mixed candy/numeral pairs as with pure numeral pairs.  The other two chimps were at chance with mixed pairs:  once was biased toward choosing only candies, regardless of number, while the other was biased toward choosing only numerals.


I suggest that success with the mixed candy/numeral pairs is better accounted for in terms of symbolic context making instrumental reasons available than in terms of symbols enabling inhibition, to the extent these are indeed different hypotheses.  As Boysen et al point out (1999, 233), numerals have no intrinsic incentive features, so one might expect an exaggerated response bias toward the candies in mixed candy/numeral pairs.  But this was not generally found.
  It would seem to require greater inhibition to counter a response to something sweet as opposed to nothing, than to more of something sweet as opposed to less.  But overall performance on mixed pairs was comparable with performance on pure numeral pairs, which is what would be expected if symbolic context makes instrumental reasons available.


Further work may tease these two accounts apart.  Animals may differ, and neither account may fit all chimps tested.  My point here is not tied to the actual empirical outcome in these cases or in follow-up work.
  It is rather to use these experiments to illustrate how an intentional agent could have reasons for action that are bound to symbolic contexts and fail to generalize, and what would count as evidence for this.

6.6. Illustrations of context-bound reasons for action: social contexts 


Consider next how an intentional agent could have reasons for action that are bound to social contexts and fail to generalize.  We’ve already considered one possible illustration: transitive inferences could be made for dominance hierarchies but not quantities of food.


Tomasello suggests that nonhuman primates have a special ability to understand the social relations of conspecifics that hold among third parties, such as the mother/child relation.   They are also unusual in their ability to learn relations among objects:  for example, to choose a pair of objects that display the same relation as a sample pair.  However, mastering relations among objects is a difficult task for nonhuman primates, taking hundreds or thousands of trials, whereas understanding of third party relations among conspecifics is seemingly effortless.
  Their skill with relations does not readily generalize from the social to the nonsocial domain.


Cosmides’ and Tooby’s work on the Wason effect suggests that even for human primates certain reasons for action are bound to certain social contexts and fail to generalize readily.
  Wason asked people to test a simple instance of “if p then q”: if a card has “D” on one side, it has “3” on the other side.  Subjects observed 4 cards, showing on their upturned sides: D, F, 3, 7.  They were asked which cards they should turn over to determine whether the rule was correct.    The right answer is:  the D card and the 7 card.  Most people (90-95%, including those trained in logic) choose either just the D card or the D card and the 3 card.


But Cosmides and Tooby show that people do get the right answer when they are asked to test instances of “if p then q” that express a rule of the form: if you take a benefit, you must meet a requirement.  One interpretation of this result is that people are very good at detecting cheaters (see and cf. Chater & Oaksford 1996; Oaksford & Chater 1994; Gigerenzer & Hug 1992); they can readily perceive reasons to act in order to flush out cheaters.   But their reasons are highly context-dependent, and do not generalize readily, even to other social contexts.  People do not get the right answer even for the converse type of rule:  if you meet a requirement, you get a benefit.  When an agent acts on her perceptions so as to flush out a cheater, she can be acting on her own reasons, available from her own perspective, even though they are not inferentially promiscuous.  She may have context-free conceptual abilities, but not exercise them.


An interesting though speculative recent twist on Cosmides’ and Tooby’s demonstration of the context-bound modularity of reasons is suggested by early results of nonverbal false belief tests given to chimps and dolphins.  These nonverbal false belief tests are being developed and applied by Hare, Call, Tomasello, Tschudin, and others, in a series of recent articles and work in press and in progress.  The interpretation below is one possible interpretation of early results, and is subject to further empirical work.  But for present purposes it serves to illustrate a relevant possibility.


One version of a nonverbal mind-reading test uses a hider/communicator paradigm, and has been applied to children and to chimps.
  In the training phase of this paradigm, the subject perceives two opaque boxes, which are then hidden from her view.   The hider then proceeds to hide a reward in one of the two boxes, while the communicator watches.  The subject cannot see which box the hider puts the reward in.  But the subject can see that the communicator can see which box the hider puts the reward in.  The barrier is removed, and the subject is then allowed to choose between the two opaque boxes, still unable to see which contains the reward.  The communicator truthfully indicates to the subject which box the reward is in.   The subject learns to choose the box the communicator has indicated in order to obtain the reward.


In the critical trials, the procedure is altered as follows.  After the hider has put the reward in one of the boxes, the communicator leaves the scene.  The barrier is removed so that the subject can see the boxes, though not which box contains the reward.  While the subject watches, the hider switches the positions of the boxes.  The communicator then returns, and indicates the box not containing the reward to the subject, since this box is now in the position of the box into which the communicator saw the reward placed.    The subject can choose either the box indicated by the communicator, or the other box.  The correct response is to choose the other box, since the communicator did not see that the boxes were switched and thus has a false belief about which contains the reward.


When this nonverbal test of mind-reading ability is applied to children of varying ages, the results are strongly correlated with the results of verbal false belief tests.  In general, children under 4 years old make the wrong response, and select the box the communicator indicates in the false belief trials as well as the control trials.  Children over 5 years old make the correct response, and select the box not indicated by the communicator when the boxes are switched, though they select the box indicated by the communicator in the control trials.  Chimps readily learn to choose the box indicated by the communicator in the training phase and control trials, but fail profoundly in the critical false belief trials, and continue to choose the box indicated by the ‘deluded’ communicator. 


If this test is accepted as an indication of the ability to reason about the mental states of others, chimps appear to lack such ability.  However, these results contrast with results for chimps of a different non-verbal mind-reading test, suggesting that chimps may have a context-dependent ability to act for reasons that depend on perceptions of the mental states of others.


This second version of a nonverbal mind-reading test uses a dominant/subordinate paradigm.
    The dominant and subordinate chimps compete for food.  In some conditions the dominants had not seen the food hidden, or food they had seen hidden was moved to a different location when they were not watching (whereas in control conditions they saw the food being hidden or moved).  At the same time, subordinates always saw the entire baiting procedure and could monitor the visual access of their dominant competitor as well.  The results are that subordinates more often approach and obtain the food that dominants have not seen hidden or moved.   Similarly, the subordinate gets more food when a new dominant chimp is substituted for the one who saw the baiting.   This suggests a kind of mind-reading ability on the part of chimps:  that subordinates are rationally sensitive to what dominants did or did not see during baiting. 


How should the apparent ability of chimps to act rationally in light of the probable mental states of others in the dominant/subordinate paradigm be reconciled with the apparent lack of this ability in the hider/communicator paradigm?  It is too soon to say with any confidence.
  But an empirical speculation of particular interest here is that the hider/communicator paradigm provides a context in which there is cooperation over finding food, while the dominant/subordinate paradigm provides a context in which there is competition over finding food.
  It may be natural for chimps to compete over food; their ability to act rationally in light of the mental states of others may be evolutionarily tuned to competitive practical contexts rather than cooperative ones.  This provides another possible illustration of how practical reasons might be context-bound, and fail to have full conceptual generality.

6.7. Simulation: context-bound reasons vs. conceptual abilities

I have located the possibility of having nonconceptualized reasons in the practical sphere.  In this respect, my position has common ground with recent work on simulation as a way of understanding mind reading and the enhanced social rationality it enables. 


Recall from section 6.4 above that simulation can be used in various ways to enhance control. It is a generally useful trick, which evolution may stumble on for various purposes other than (or as well as) mind reading.  Some uses of simulation to enhance control do not require the simulator to distinguish simulations from nonsimulations, while others do.  When a forward model is used to automatize and speed up a practical skill, to free it from the constraints of real time feedback, the agent need not know whether he is using a simulation or not.  But more sophisticated uses of simulation, to consider counterfactual alternatives in order to assess their instrumental value and plan, or to mind-read, do require the simulator to keep track of whether he is simulating or not.  An imagination/reality distinction, or a self/other distinction thus arises for the agent.
  These contribute both to the flexible generality of the agent’s skills and to the sense in which he can make mistakes and hence to satisfying the normativity requirement.


I suggest that such sophisticated forms of simulation could provide reasons for action, even though they do not by themselves provide the inferential promiscuity of conceptual abilities (see also and cf. Millikan, this volume; Proust, this volume; Bennett 1964, 116-117).  Simulationist accounts of cognitive skills view them as rooted in practical rather than theoretical or conceptual abilities. 
 As a result, such skills should be liable to the context dependence of practical skills.  We should expect the reasons for action provided by process-driven
 simulation to be relatively context-bound, since what one can simulate is more or less bound to what one can do, and know-how itself tends to be relatively context-bound.


For example, a simulationist account of mind reading explains how simulation can provide an agent with reasons for action in social contexts even if the agent cannot conceptualize and theorize agency.
 An agent may be able to do certain things, such as compete for food, and not others, such as cooperate over food, for evolutionary reasons.  As a result, she may be able to simulate doing certain things and not others, and hence to act for reasons that depend on mind reading in competitive but not cooperative contexts, even though similar inferences are available in both contexts.


Of course, it has proved extremely difficult to demonstrate unequivocal mind-reading abilities in nonhuman animals.  But my point here is not that animals can mind-read, whether by simulation or otherwise.  It is that simulationist accounts of cognitive skills provide general-purpose insight into how control can be enhanced to provide reasons for action that are nevertheless context-bound.  This general point holds, even if nonhuman animals cannot mind-read.

6.8. What is the point of making sense of animals?

I’ve argued that the functions and interest of interpretation are not wholly discontinuous at the human/nonhuman boundary. We are certainly interested in causally explaining human behavior and mental capacities in evolutionary and ecological and neuroscientific terms. But we are also interested in making sense of human beings, including those with whom we have no practical interactions. Why should only the former interests be valid when we turn to nonhuman animals?  Why shouldn’t we also allow ourselves to be interested in animals at both levels (as in fact I think we are)? 

Interpreting animals and interpreting human beings can both have practical functions. Animals appear not to be interpreters themselves, so interpreting animals will be unilateral. But unilateral interpretation can still have practical functions, if not the same ones that mutual interpretation has.


We should be wary of projecting onto humanity at large the perspective of cosmopolitan city dwellers unused to living and working with animals but used to interacting with many different human cultures. This is not the perspective of most practitioners of folk psychology throughout human history, or even today. Almost all human beings coordinate behaviors with fellow humans in their local community, and no doubt interpretation has important functions in this context. But beyond that, I reckon that many human beings have actually done more in the way of regular coordination of behavior with nonhuman animals than with human beings from strange and distant cultures. Many human beings normally do interact in meaningful ways with animals and have found it natural to interpret animals, albeit unilaterally, in these contexts. We often overdo it, but it’s not obvious that interpreting the animals people live and work with has no practical function.

Even if it is right to suspect that making sense of animals has often had practical functions for human beings, there are important differences between the functions of interpreting animals and people (whether familiar or strange). It is not just that our power over animals or our distance from them may attenuate the practical benefits of interpreting them (that could be true of people also). Even if other animals have minds for us to interpret, most current evidence suggests that they are not mind readers themselves. Asking what is rational for a creature to do when it plays ‘against nature’ is very different from asking what is rational for a creature to do when it plays against another rational agent whom it is trying to interpret and who is also trying to interpret it. If nonhuman animals are not mind readers, then game- theoretic problems of mutual interpretation and prediction do not arise in the same way for our relations with them, and strategic rationality does not really get a grip on animals. However, it may still be useful to make sense of nonhuman animals playing against nature as rational.
  Moreover, playing against nature may include playing against the behavior of other animals, and it can be hard to say just where sophisticated behavior-reading ends and mind reading starts.

However, I doubt that our interest in interpreting either human or other animals can be fully explained in pragmatic terms. We often are interested in making sense of creatures very different from ourselves, even when doing so transparently has no practical point. When we encounter people from strange or distant cultures, our interest in interpreting them is often compelling, regardless of any practical reason to do so or whether we will ever encounter them again. We are extremely interested in making sense of people we will only ever read about, whether real or fictional, past or present. The organizing function of interpretation in human communities cannot fully account for the natural, immediate and profound human interest in making sense even of other human beings.

Here’s a just-so story. At some point in the infancy of humanity our ancestors cracked the mind-reading trick and rather went wild with it. They projected minds all over the world, not just to nonhuman animals--finding spirits in trees and stones, gods in stars and clouds. Presumably, for all the confusion this involved, our ancestors reaped some net benefits from the ability to identify with others, and some truths about other minds were mingled with the many falsehoods. Having started out doing intentional explanation promiscuously, we eventually grew up and out of our animism; we worked our way pure to causal explanation. We then started to retrench on seeing intentionality everywhere:  anthropomorphizing the world was to be avoided as an embarrassing sign of our former collective intellectual immaturity. But our hands have been relatively clean for some time; we can now afford to think again. There may be some overlooked truths mingled with the discarded falsehoods. There may be something after all to make sense of in the strange nonhuman minds around us, without anthropomorphizing them:  continuities as well as discontinuities to be described between human and nonhuman minds.

The alienness of nonhuman animals is part of what makes it so interesting to consider whether they can sometimes be understood as rational agents, without simply projecting substandard humanity onto them. In particular, it is interesting to try to understand rational agency in the absence of its distinctively human concomitants such as conceptual and mind-reading abilities. 

Our explanatory interests in animals are, like rationality itself, multidimensional. An interest in whether animals are agents does not follow from an interest in their evolution and ecology; but neither does it follow that this is not an interesting question. Our interest in agency needn’t derive from our interests in evolution and ecology, even if the latter are relevant to understanding whether animals are agents. We human beings are keen interpreters, interested in making sense of others as rational, in various ways and to various degrees, whether or not they do so in return. Interpreting has practical functions, but our interest in interpreting also extends beyond these. It is a self-standing explanatory interest, and doesn’t need underwriting in terms of other explanatory interests. If someone from Alpha Centauri doesn’t share that interest, I have no argument that he should. But many down here do, and I see no argument that they should not either. Why subject our interest in making sense of others to the Alpha Centauri test?

Perhaps the worry is that interpretation is just a human hobby. But we could have that worry about many of our worthwhile scientific and other activities. We might not be able to persuade someone from Alpha Centauri to share them either, but that in itself wouldn’t be a reason to give them up.

6.9.  Summary and concluding remarks


I have considered examples of how an intentional agent’s own reasons to act could be bound to symbolic or social contexts.
  For present purposes, these cases only need to illustrate an empirical possibility; further empirical work may well be needed to determine if this is the right interpretation to give in particular cases.  Cases such as these should motivate us to admit the possibility that nonhuman animals who lack conceptual abilities can nonetheless be intentional agents and act for reasons.  We should admit this possibility in order to be in a position to characterize the practical abilities and perspectives of nonhuman animals correctly, as neither too rich nor too impoverished.  It is possible for such creatures to act for reasons while doing very little in the way of conceptually structured inference or theorizing.
  They can be intentional agents even if the normativity of their nonconceptual intentional agency plays no role in an epistemological project.
  Animals can occupy islands of instrumental rationality, without being in the business of trying to justify their beliefs, or of trying to understand others as engaged in justifying their beliefs.


I have also argued that reasons for action in such cases need not be regarded as ‘sub-animal’ level phenomena, but can properly be attributed to the intentional agents in question--even if they lack full conceptual abilities. Why? For the old familiar reasons:  holism and normativity, which characterize the personal or animal level.  Perceptual information may not lead to an invariant response, but explain action only in the context set by intentions and the constraints of at least primitive forms of practical rationality.  Perceptions and intentions may combine to make certain actions reasonable and appropriate from the animal’s perspective, and mistakes are possible.  As explained, the holism and normativity of intentional agency bring with them a kind of coarse recombinant structure, but this falls well short of enabling the context-free inferential promiscuity of conceptual abilities.  An animal’s various goals could nevertheless give him reasons to act in one way rather than another in particular circumstances--his own reasons, reasons from his own perspective.  The animal may not conceptualize these as reasons--but to require that would be to beg the question at issue.

We shouldn’t overintellectualize what is to have a mind.  We don’t have to choose between conceptualized, inferentially promiscuous reasons and the fine, rich kind of justification they provide, on the one hand, and the absence of reasons that are reasons for the agent, on the other:  this dichotomy is spurious.   The space of reasons is not coextensive with the space of conceptualized inference and theory, but rather with the space of intentional actions at large.  This is a space in which nonhuman animals can and do act, a space largely occupied by instrumental motor actions embedded in constraining natural contexts.  Perhaps the metaphor of a space of reasons should be replaced with the metaphor of islands of reasons emerging from a sea of causes.  For us human animals, language provides bridges that finally link these islands together.
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� The position taken here in no way allies me with the idea of nonconceptual scenario content.  See Noë 2002 on why this is problematic on both phenomenological and empirical grounds.


�For example, Bennett’s argument (1964) for denying rationality to nonlinguistic animals turns on their lack of a kind of epistemic sophistication, and assimilates reasons to evidence relevant to theoretical knowledge.


More recently, Brewer (1999) has argued that reasons must be conceptual.  His basic argument has two steps.  First, giving reasons requires identifying propositions as premises and conclusions of the relevant inferences.  Second, for reasons to be the subject’s own reasons, at the personal level and from his point of view, they must consist in some mental state of his that’s directly related to the propositional premise of the relevant inference:  the premise proposition must be the content of the mental state in a sense that requires the subject to have all the constituent concepts of the proposition.  Otherwise, the mental state will not be the subject’s own reason (Brewer 1999, 150-152).


However, Brewer’s discussion is also one-sidedly oriented toward perception and belief, as opposed to intention and action.  He typically speaks of reasons for judgements or beliefs, adding parenthetically: “(or action)”, to keep practical reasons in play (e.g. 150, 151, 168), but these gestures toward action don’t do the work needed.  See my discussion in Hurley 2001, in which an earlier version of some of the present arguments is made.


�  As I have argued elsewhere, this claim is fully compatible with the claim that there are truths about reasons for action; it does not depend on noncognitivism about such reasons. Williams (1973) appears to make the mistake of assuming that for there to be truths about reasons for action they must be understood as reasons for belief about what should be done.  For discussion see Hurley 1989, ch. 7-9.


� See also Tomasello and Call 1997, 351:  “What is needed are more articulated views of primate social cognition that specify different types of social knowledge and skills, without an excessive concern for their computational aspects” or for whether species ‘have’ certain representations.  Also, cf. MacIntyre 1999.


� See Hurley 1998, ch. 4; see and cf. Van Gulick 1988; Bermudez 1998.


�  I try to say such things in Hurley 1998, which develops the idea that a dynamic singularity at the subpersonal level enables perspectival self-consciousness at the personal level, within a two-level view of the unity of consciousness and the interdependence of perception and action.


� I don’t argue against an isomorphism requirement here, but it may help to avoid misunderstanding to make explicit my rejection of it.


� This view is neither eccentric nor original: Dennett and Davidson often encourage realist readings of their positions; consider also the practical realism of Lynne Rudder Baker (1995).


�  Details of the views in which these broad claims feature can be found in my Natural Reasons 1989 and Consciousness in Action 1998.


� My situated approach to rationality does not fit tidily into either side of Kacelnik’s distinction (this volume) between PP-rationality and E-rationality:  while my approach is psychological and philosophical, it is concerned with the flexible structure of the behavioral interactions of persons and animals with their environments, rather than with the structure of the internal processes that contribute to explaining these interactions.  In this respect it may have more in common with an ecological conception of rationality (see Gigerenzer et al 1999).  


� I tried to say such things in Hurley 1998, and more recently in Hurley and Noë 2003.


� Here I am especially indebted to commentary by and discussion with Kim Sterelny (see his 2003).  Cf. my earlier arguments against centralism about reasons for action, in Hurley 1989, part I.


�  See and cf. Call and Tomasello 1996; Tomasello and Call 1997, 11, 229, 272, 382, etc, on the three-fold distinction between understanding another organism as animate and directed vs. as an intentional agent vs. as a mental/epistemic subject; Premack 1978, on how the ability to transfer or generalize skills across domains is a matter of degree; Harris 1996 on understanding another as an intentional agent vs. as an epistemic subject.


� See Balleine and Dickinson 1991, Balleine 1992; Heyes and Dickinson 1993.


� See Balleine and Dickinson 1991; Balleine 1992; Heyes and Dickinson 1993.


� Thanks to Nicholas Rawlins for discussion of these issues.


� See also Russell et al 1994, 303n; Tomasello and Call 1997, 11.


�  See Tomasello and Call 1997, 318, 361, etc.; Call and Tomasello 1996; Tomasello 1999; see also and cf. Sterelny 2001, ch. 11, 12.


� See, for example, Whiten 1996b, 282-288; Smith 1996, 350-351; Dennett 1996, 124-125; Taylor Parker and Russon 1996; Whiten 1996a.


� See Cheney and Seyfarth 1990, 182, 307; see also Tomasello and Call 1997, 383; Tomasello 1999, 25.


�  1997, 10-11, 179; 380, 383, 384; 417, etc.; see also Cheney and Seyfarth 1990, 262, etc.; Premack 1978, 424, etc.


� See Bennett 1964 on the demanding kind of generalization away from the present and particular required for the ability to assess evidence.


� See Harris 1996; Tomasello and Call 1997, 189.


�  See and cf. Cheney and Seyfarth 1990, 83ff, 257-258; Tomasello and Call 1997, 184.  Intensive training is needed to get primates to make transitive inferences in nonsocial contexts in the lab, while they make them from a young age in social contexts in the wild.  See also Tomasello 1999, 18.


� On the compatibility of rationality with horizontal modularity, see Hurley 1998, ch. 10.  Cf. Allen and Bekoff 1997, 96, on how, given teleological views, intentionality can lack compositionality for evolutionary reasons.  The latter refers to intentionality in the technical sense of aboutness, not in the sense of intentional agency that I am concerned with, but the points are nevertheless closely related.


� See and cf. Cheney and Seyfarth 1990, 83ff, 250; Gomez 1996; Gordon 1995a, 108, 112.


� See Noë 2002; see also and cf. Premack 1978, 424; Segal 1996, 148, 151; Astington 1996, 192-193.  Note that treating conceptual abilities as a matter of degree contrasts with much of the discussion of conceptual vs. nonconceptual content, which gives the distinction an all or nothing character.


� I am grateful here for comments from Ram Neta.


� Cosmides 1989; Cosmides and Tooby 1992, 166, etc; see discussion in section 6 below.


� See the discussion below in section 5 of Boysen and Bernston 1995; Boysen et al 1996; Boysen 1996; Boysen et al 1999, Thompson et al 1997; see also and cf. Bennett 1864; McDowell 1994; Dennett 1996, ch. 5, 6; Smith 1996 in Smith and Carruthers.


�  See and cf. Blackburn 1995; Hurley 1998, ch. 6; Proust, this volume.  Note that if mind reading is a practical rather than a conceptual skill, as some simulationists hold, one could agree with Davidson that “rationality is a social trait” (2001, 105) and that the possibility of mistake requires an intersubjective world, without agreeing about the conceptual abilities required.  


� See Cheney and Seyfarth 1990, 250, 307; on the distinctive benefits of simulating intentional agency, see Tomasello and Call 1997, 417ff; Tomasello 1999, 25; 70ff; see also and cf. Whiten 1996b, in Carruthers and Smith.


� See and cf. Sterelny 2001, on how multitracking opens up the possibility of error, 245-247; .


� This sketch is closely related to what I call ‘horizontal modularity’, in Hurley 1998, ch. 10.


� See Hurley 2004 and forthcoming for more on the relationship between simulation and mistake, and the distinction between local and system-level simulation and mistake.  Cf. Proust, this volume.


� On how the possibility of mistake requires constitutive exogenous constraints, substantive as well as formal, see Hurley 1989, Part 1; Introduction to Bacharach and Hurley 1993; see and cf. Hurley 1998, ch. 6, on the difference between making a mistake in following one rule and following a different rule.  See also and cf. Greenberg, in progress.


� Boysen and Bernston 1995.  A similar pattern of results was obtained in a design with no passive partner chimp, so conspecific social context was not critical; see Boysen et al 1996.


� Thanks here to comments from Greg Currie.


� Note that Samuels et al (1996) failed to replicate these results, and found that 3 year olds could perform the windows task and variation on it.


� For a Vygotskian perspective, see also and cf. Astington 1996, 193, on how 3 year olds can pass false belief tests given the ‘scaffolding’ or context provided by a conspiratorial ally; Call and Tomasello on the possibility that mind reading in chimps is scaffolded by enculturation. 


� Recall also and cf. the greater availability of instrumental reasons to rats in lever pressing than in food approach.


� But see Boysen et al 1999 on individual differences in responses.  See also Boysen’s chapter, this volume, for a survey and update of this line of research.  The results cited here for mixed candy/numeral pairs differ from those obtained in later work, discussed in Boysen’s chapter, with mixed pairs.


� I suggest that the fact that substituting rocks for candies did not improve performance significantly, while substituting numerals for candies did, is also better explained in terms of the scaffolding of rationality by symbols than in terms of the enabling of inhibition (see and cf. Boysen et al 1996, 80, 84).  However, my preference for the scaffolding over the inhibition account is also in part a reflection of a big picture preference, for a horizontally modular rather than a vertically modular conception of rationality; see Hurley 1998, ch. 10. 


� Hence it is not undermined by different results in later work with mixed candy/numeral pairs; again, see Boysen, this volume.


� Tomasello 1999, 18; see also and cf. Tomasello and Call 1997; Cheney and Seyfarth 1990; note 20 above.


� Cosmides and Tooby 1992; Cosmides 1989; for refinements and qualifications see Gigerenzer and Hug 1992. In considering how reasons can be context-bound, issues about domain-specificity should be distinguished from issues about innateness; Cosmides and Tooby (1992) tend to run these issues together.  Domain-specificity does not entail innateness.  


� Call et al, 1999, 2000; work is in progress with bottlenose dolphins; see Tschudin, this volume.


� Hare et al 2000, 2001; Tomasello and Call, this volume.


� It can be argued that there is a confound present, and that the subordinate may have learned either “no point trying when that guy could see where the food went” or “no point trying when that guy’s face/head/body was present during baiting”.  See and cf. Heyes 1998; Tomasello & Call, this volume; Povinelli & Vonk, this volume; thanks here to Celia Heyes for discussion.


�  This was raised as one possibility by Josep Call, in discussion. See Tomasello & Call, and cf. Povinelli & Vonk, this volume; see also Povinelli 1996, 322-3 on the possibility that chimps only deploy their representations of mental states in certain ecological contexts.


� This line of thought is further developed in Hurley 2004 and forthcoming.


�  On this contrast, see for example Freeman 1995; Gordon 1995a, 108, 113-114; Gopnik and Wellman 1995, 232.


� In Goldman’s sense.


�  See Gordon 1995a, 113-114; 1996, 14; but compare collapse worries concerned with tacit theory; Stone and Davies 1996, 132. Compare also Heal, who emphasises the restriction of simulation to the reproduction of the logical relations between the thoughts of another.


�  Indeed, given the interdeterminacies of mutual prediction that plague game theory, nonstrategic rationality may be more predictive than strategic rationality.  See Hurley 2004a for more on this.


� The relationship of this conception of context-bound reasons to Gigerenzer’s et al’s (1999) conception of ecological rationality is an interesting issue, which I hope to address on another occasion.


� This can be true even for human agents with conceptual abilities.  Indeed, inferential mediation can be self-defeating in relation to some virtuous reasons for action:  when a virtuous person jumps into a river to save a drowning child, she does so because that child is drowning.  If someone jumps in because that is what virtue demands in this case and she wants to be virtuous, her reason for acting is quite different and the virtue of her action is compromised. 


�  Moreover, some animals, as well as very young children, may be able to understand others as intentional agents in relation to goals even if they cannot understand them as epistemic subjects.  See Harris 1996, 213; Povinelli 1996 329; Carruthers 1996, 265; Gomez 1996, 341-2. 


� However, See also Tomasello 1999, 138ff, on failures to generalize patterns across “verb islands”.





